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Abstract
As the humanitarian sector is changing and the amount of natural and man-made disasters increases,

pressure is put on humanitarian organizations to search for more quick-, effective- and cost-efficient

ways to deliver aid. Cash transfer programming could provide a solution. With the advent of

blockchain technology and cryptocurrencies, the now unbanked population could be reached and

Cash Transfer Programs (CTPs) are able to be executed on scale. In this research, a data-driven

method for the distribution of funds during a CTP is proposed. The data that is used originates

from Malawi, resulting in a country-specific distribution. The general set-up, however, is applicable

in any cashed based assistance context.
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Preface

A revolution is taking place in the humanitarian sector. The internet is increasingly capable of

functioning as the intermediary between donor and beneficiary. Smart use of data is becoming

a critical aspect in humanitarian operations. Donors are putting pressure on the humanitarian

organizations by demanding a more cost-efficient, more transparent and more direct way of

donating. Because of these changes, humanitarian organizations are forced to reconsider their

role and the way they provide assistance.

510.global, a special team within the Netherlands Red Cross, was launched early 2016

with the aim to provide more (cost) efficient humanitarian assistance by making smart use of

‘big data’. The 510.global team believes that cash transfer projects (CTPs) - social programs

in which beneficiaries receive money instead of in-kind aid - have the ability to shape the

future of humanitarian assistance. CTPs have not only proven to bring aid very effectively,

cost efficiently and quickly, they could also be implemented on a large scale when state-of-

the-art technologies are employed. 510.global initiated the peer-to-peer (P2P) project as a

response to the changing humanitarian environment. In the P2P project, a largely automated,

scalable, blockchain based CTP is developed, with the aim to revolutionize traditional cash

transfer programming. A crucial aspect within this CTP is the ‘fair distribution algorithm’.

This algorithm distributes the received donations among the potential beneficiary households

in the fairest way possible. In this thesis, a fair distribution algorithm is proposed. A pilot

for the P2P program will take place in Malawi. The algorithm that is developed in this thesis

is therefore tailored for use in Malawi during this field test.

After an introduction to cash transfer programming, which should serve as the

underlying motivation for the P2P project, the fair distribution algorithm will be developed.

This process is carefully broken down in steps, with each step extensively covered. First, the

focus will lie on measuring poverty, a crucial step in determining who the beneficiaries

should be. Household consumption turns out to be a suitable measure for poverty. Second,

the measure of fairness will be specified, which provides a mathematical definition of what is



D
RA
FT

considered ‘fair’. Third, using this definition, an algorithmic approach to maximize ‘fairness’

will be proposed. This yields an optimal distribution of donations, which is why this

approach is called a ‘fair distribution algorithm’. This stepwise derivation should provide

the reader with a clear overview of how the algorithm is constructed.
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1 Introduction

Somalia, 2009. The combination of extreme drought, decades of harsh conflict and the

global food-price crisis of 2008 hit Somalia hard. The country was thrown into famine with

more than three million people affected (Fitzpatrick & Maxwell, 2012). Over this same

period, humanitarian funding for Somalia amounted to 1.3 billion USD. When we do not

just regard 2008 and 2009 but increase our time span, an astonishing 8.1 billion USD has

been funded to Somalia over the course of 2007 to 2017 according to the Financial Tracking

Service (https://fts.unocha.org). However, the global amount of international humanitarian

response is even more impressive. According to the global humanitarian assistance report of

2017, a staggering 27.3 billion USD - in 2016 alone - has been scraped up by governments,

EU institutions and private donors as a response to global crises (Development Initiatives,

2017); humanitarian aid is a big billion-dollar industry.

But where is all this money spent on? The import of goods, food aid and

commodities often take up a large part of the total expenditures of various humanitarian

organizations. CARE International UK made 28% of its funds available for “food security

and climate change” in 2016, making it the second largest category of expenditures within

the organization (CARE International UK, 2016). According to the World Bank (2016),

94% of total humanitarian assistance is provided in kind. Humanitarian organizations

mostly focusing on bringing food aid, commodities or relief items to these people might not

seem a bad choice, as large amounts of people worldwide are drastically in need for in-kind

assistance. Around 800 million people are facing hunger everyday (von Grebmer et al., 2016)

and there are more than 65 million displaced people around the globe, desperately in need

for shelter (http://www.unhcr.org). In some cases, however, aid in the form of cash could

have been a more impactful way of helping.

http://www.unhcr.org
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1.1 Humanitarian aid gone wrong

During 2008 and 2009, over a million kilogram of food was imported in Somalia because of

the reigning famine, the highest volume of food aid imported in the country since an earlier

famine during 1992 - 93 (Fitzpatrick & Maxwell, 2012). The aid however, imported with

the intention to feed those who were most in need, ended up serving other purposes in the

country shredded by conflict and corruption. The food appeared on local markets, sold for

prices out of reach for the most vulnerable. According to The National, it were the aid

recipients themselves who were selling the bags of grain, to eventually buy other basic needs

with the revenues (Brown, 2009). Circumstances led to the peculiar situation where people,

plagued by extreme hunger, chose not to eat the food brought to them, but instead sell it.

One may argue that in this particular case the high degree of corruption and the

hyperinflation of food prices in Somalia led to the described situation. But history shows more

cases where food aid is sold instead of eaten. Pongracz (2015) mentions that, during a case

study in Lebanon, 55% of households cashed in part of the food vouchers they received between

September 2013 and January 2014 to instead cover rent or medical expenses (Pongracz, 2015).

And according to a report of REACH, up to 70% of Syrian refugee households in camps in

Iraq sold significant portions of the food items they received (REACH, 2014). Would a cash

transfer project (CTP) perhaps have been more adequate in these situations?

1.2 The effectiveness of CTPs

Research has been done into the effectiveness of CTPs compared to food aid programmes.

In 2009, the World Food Programme and Concern Worldwide piloted a CTP for vulnerable

communities in Zimbabwe. In his paper “Hard Cash in Hard Times”, Cormac Staunton

endeavours to measure the market impact of this CTP. Specifically, he quantifies the

differences in the impact on local markets between cash-aid and food-aid programmes in

Zimbabwe. He concludes that “the injection of cash to very poor households had a much

more significant positive impact on the market than distributions of food rations”(Staunton,
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2011, pp.33). He mainly blames this on the fact that not only the initial recipients directly

benefit from the cash injection; the local markets are also indirectly stimulated, boosting the

economy. Therefore, a CTP has a much greater effect on the wider community. Other

research points this beneficial effect on the local economy out as well. An evaluation of a

cash grant programme in Mozambique concludes the following: “The money was spent

mainly near local distribution points, and thus remained in the region, stimulating sales and

job creation by retail traders” (Miller, 2002, pp. 7).

An economical concern regarding CTPs is that they could possibly cause inflation

as money is pumped into a local economy from an external source. However, as Bailey and

Pongracz (2015) mention, there is evidence that previous humanitarian cash transfer

projects to date have not caused inflation. After floods in Pakistan in 2010, 400 million USD

was provided, however, no inflationary effects were measured (Bailey & Pongracz, 2015).

Hedlund et al. (2013) mention that a cash and voucher program valuing $110 million

executed in Somalia during a famine in 2011 did not cause an increase in food prices. They

actually lowered, although this could have possibly been caused by globally decreasing food

prices (Hedlund, Majid, Maxwell & Nicholson, 2013). After the import of in-kind resources,

inflationary effects are, however, often observed. The increased supply of food or

commodities can temporarily depress prices and have in turn a negative effect on production

and trade (Bailey & Pongracz, 2015). Bailey and Pongracz (2015) suggest that the staying

off of inflationary effects in previous CTPs could be caused by the fact that the amounts of

money provided through humanitarian assistance are small compared to other cash flows

that are present, such as the remittance flows moving out of the local economy.

1.3 A history of CTPs

The Global Humanitarian Assistance Report of 2015 mentions that the practice of handing

money instead of goods to people has long been part of humanitarian assistance (Development

Initiatives, 2015). This mostly happened in the form of conditional cash transfers (CCTs),

providing people with cash grants under conditions that they’ll spend the money in a certain
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way, for example on a business plan or by sending their children to school (Innovations for

Poverty Action). Fiszbein et al. (2009) report an enormous growth in the use of these CCTs

between 1997 and 2008. Multiple success stories of CCT programs are listed in the report,

such as Mexico’s ‘Oportunidades’, that started with 300.000 beneficiary households in 1997,

but grew to 5 million households by 2009. The report shows how much popularity CCTs

gained during this period and it emphasizes the large positive effects it had on education,

health, nutrition and poverty reduction (Fiszbein et al., 2009).

Unconditional cash transfers (UCTs), where instead no conditions are placed upon

the way the received money should be spent, did not experience the same kind of growth as

CCTs did during this period. In 2013 however, a study on the effects of an UCT in Kenya led

by Shapiro and Haushofer was the first to show that handing out cash - without restrictions

placed on it - could also significantly improve the lives of the poor (Innovations for Poverty

Action, n.d.). The study found a significant increase of 23% in monthly consumption across

a range of goods such as food, medical and educational expenses and social events, while

no increase in expenditure on temptation goods such as alcohol and tobacco was measured.

Investments in income-generating activities such as non-agricultural businesses increased and

monthly revenues from these activities increased by 34%. Furthermore, the study reports that

the happiness and life satisfaction of recipients increased while stress and depression decreased,

measured by an index of psychological wellbeing (Haushofer & Shapiro, n.d.). The apparent

benefits of unconditional cash transfers raised the organization Innovations for Poverty Action

to use UCTs as a benchmark to evaluate other programs with and to ask themselves the

question that humanitarian organizations should possibly have been asking themselves all

along: “how does a particular intervention compare to just simply giving someone money?”

(Innovations for Poverty Action, n.d.).

1.4 The current need for CTPs

Rooij and Buiting (2010) name in their research some of the ways in which the humanitarian

sector is changing. One of the changes they mention is that people are tending to donate more
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to programs that are specifically focussed on one area or disaster, whereas larger, more general

aid programs receive increasingly less donations. They claim that the role of humanitarian

organizations as an intermediary between the donor and the project is diminishing, as the

internet is increasingly capable of replacing this role. Furthermore, they mention that trust

in humanitarian organizations is lacking and that consumers are longing for a more direct

and transparent way of donating their money (Rooij & Buiting, 2010). These changes in

turn frustrate humanitarian organizations, because the help they are able to offer is directly

dependent on the amount of donations they receive. CTPs provide a way of limiting this

dependency, being very cost efficient. Margolies and Hoddinott (2014) found that the costs

per cash transfer in their multi-country study ranged between $2.89 and $3.24, while the

costs per food transfer ranged between $6.41 and $11.46. Less overhead costs compared to

the relative slow and expensive process of transporting goods, means a similar level of impact

could be achieved with fewer resources. This cost efficiency could possibly gain back some

trust on the side of the donors, who would like to see their money spent well. Moreover,

trustworthiness could also be gained by the decrease in corruption CTPs are experienced to

bring along. Although handing out money in areas affected by poverty or natural disasters

might seem particularly susceptible for corruption, quite the opposite is true if the process

is executed in the right way. Specifically, Smith and Mohiddin (2015) mention that mobile

cash transfer services offer a way of transferring money to recipients in an automated manner,

enabling cash flows to be closely monitored. The chances of aid ending up in the wrong hands

due to corruption can be limited in a situation where the flow of money is overseen.

Due to the above mentioned characteristics, it can be concluded that CTPs are

attractive to both the donor and the humanitarian organization and that they are possibly

advantageous for their mutual relation. This of course causes the beneficiary to be better

off, with some of its advantages already discussed. The most important advantage of UCTs

for recipients above other kinds of assistance, however, is probably the fact that he or she

can actually choose on what purpose the received money is spent. Recipients can prioritize

their personal needs and spend the money accordingly, which might possibly be an
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underlying cause of the increase in happiness and psychological wellbeing observed among

cash recipients. Instead of being fully dependent on what goods humanitarian organizations

bring them and moreover on what time and place these goods are distributed, cash, on the

other hand, gives beneficiaries the freedom to choose what goods or services to buy and

when to do this. The received money could be used for a range of purposes that food- or

in-kind aid are never able to reach, such as setting up a small shop or repaying debts (Bailey

& Pongracz, 2015). (Of course the local circumstances have to allow the useful spending of

money. If, for example, a disaster has struck that halted most economic activity, executing a

CTP would not be relevant. In the next section it is explained how it is determined if a

CTP would be suitable.) Venton, Bailey and Pongracz (2015) point out that economic

theory predicts that people allocate their resources to goods or services that provide them

with the greatest increase in marginal utility. In other words, giving money provides

recipients the most tailored way of getting access to the things they need the most. A

particularly important feature since a disconnection often exists between the actual needs of

people and the realized response, as aid agencies often end up providing the goods and

services for which they simply have the most capacity (Venton et al., 2015).

1.5 510.global and the ‘peer-to-peer’ project

As mentioned previously, CTPs are much more cost efficient compared to most other kinds

of aid. However, as may be deduced from the procedure outline of a CTP described below,

there is still room for improvement. The process of implementing and executing a CTP is

roughly dividable in the following steps.

1. Market assessment. As a first step, the local markets of the relevant areas are

investigated. For a CTP to work, local markets have to be functioning to some degree.

If the selected area has no functioning market (caused for example by conflict, a recent

disaster, or disadvantageous geographical characteristics), it doesn’t make sense to

inject money in the local economy, as people cannot spend it accordingly. The market
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assessment that is carried out by employees of the executing humanitarian

organization, who go to the area and gather information from retailers, community

members and other important instances, is therefore crucial in determining if a CTP

would be suitable. If a CTP is assumed to be suitable, it should subsequently be

decided what kind of CTP will be most suitable (unconditional, conditional, voucher,

or a hybrid form).

2. Beneficiary targeting. If markets are regarded suitable to have a CTP implemented,

the future recipients have to be targeted. Clearly, the most poor/vulnerable persons

or households should be prioritized, but finding these is often difficult. Volunteers

are deployed in the area and surveys are executed while visiting households, often in

cooperation with community leaders. This process is time consuming and costly. Also,

incorporating local authoritative persons in the beneficiary selection process is prone to

corruption, as those in authority might favour certain members of the community.

3. Distribution. When the beneficiary households are targeted in the previous step, the

money/voucher distribution has to take place. The way this is done is dependent on

the relevant area. If, for example, most people are in the possession of a phone and

if there is internet connection in the area, cash could be distributed using mobile cash

transfer systems. If, however, such solutions are not possible, a cash distribution site

has to be set up. This is again a costly and time consuming process. The costs of

transferring/transporting money from the original donor to the final distribution point

are significant. Moreover, thorough security measures have to be taken during the set-up

of the site and the distribution of the donations.

510.global - hereafter simply referred to as 510 - is an initiative of the Netherlands

Red Cross and a special team within this organization. The mission of 510, as stated on the

website, reads: “Shape the future of humanitarian aid by converting data into understanding,

& place it in the hands of humanitarian relief workers, decision makers & people affected, so

that they can better prepare for & cope with disasters & crises”(https://www.510.global). 510

https://www.510.global
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was initiated early 2016 with the aim to implement better and smarter use of the increasingly

growing amount of available data (currently popularly known under the term ‘big data’) in

the humanitarian sector and so provide more (cost) effective humanitarian aid.

Because of the current changes in the humanitarian environment (mentioned in

section 1.4) together with the availability of state-of-the-art technology, the 510 team

believes that CTPs have the potential to greatly influence the way global humanitarian

assistance is executed. Nowadays technologies enable humanitarian organisations to provide

aid faster, more direct and more effective than ever before. With the purpose of

revolutionizing CTPs, the so called peer-to-peer (P2P) project was launched and is being

executed by the 510 team. The aim of the P2P project is to develop a CTP that allows for

cash to flow from the donor to the beneficiary as fast as possible, as fair as possible and as

cost efficient as possible. This thesis is written at 510, as part of the P2P project. In the

next section it is explained exactly how the P2P project tries to attain its goal and how this

thesis contributes to the P2P project.

1.6 The P2P project in detail

As stated earlier, the main goal of the P2P project is to develop a CTP that allows for cash to

flow from the donor to the beneficiary as fast as possible, as fair as possible and as cost efficient

as possible. It strives to do this by employing state-of-the-art technologies in an increasingly

digitally connected world to establish a revolutionary way of transferring aid from the donor

to the beneficiary. The P2P project reconsiders the steps in the process of executing a CTP

(outlined in the previous section) by taking into account the changes that are taking place in

the humanitarian environment (mentioned in section 1.4). A draft for the potential set-up of

a P2P application is as follows.

After a country or area is chosen to be eligible for a CTP by the Red Cross, people

are made aware of the fact that they are able to donate. If someone wishes to become a

participating donor in the CTP, he or she can register on a mobile- or web-based

application. This application allows the donors to choose in which CTP they whish to
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participate. This aspect is incorporated as a response to the shift in the humanitarian

environment of people tending to donate increasingly more to programs that are specifically

focussed on one area or disaster, as mentioned in section 1.4. After donors have chosen a

certain CTP, they are able to transfer the desired amount of money via their online bank

account. The money is not actually transferred to the designated country via banks

however, but directly exchanged for a cryptocurrency. The amount of cryptocurrency is

subsequently transferred to the designated country and exchanged again to the local

currency. The reason to do the transfer this way is because the technology on which (most)

cryptocurrencies rely, is blockchain. Using a blockchain based payment system has the

advantage that transactions are executed (almost) immediately, against extremely low cost.

Because the transactions of a blockchain based cryptocurrency are near real time (when the

right cryptocurrency is chosen), the little time it takes to exchange the donor’s currency to

the cryptocurrency and subsequently back to the designated country’s local currency does

not allow for significant losses (nor profits) incurred by volatility of the exchanges.

Moreover, using a blockchain based payment system, a significant amount of costs is saved

by cutting out banks and/or other intermediaries in the transaction chain. After the arrival

of the donation in the designated country, the money is either transferred to the

beneficiaries via digital methods (if the local resources allow this) or stored to be distributed

in cash at a later point. This method allows for a more direct way of donating, employed to

respond to the shift in the humanitarian environment of the internet being increasingly

capable of replacing the role of the Red Cross as an intermediary between the donor and the

beneficiary (as mentioned in section 1.4). Also, trustworthiness is gained by giving the

donor complete transparency as to where his/her donation goes to and to what purpose. 510

will implement a prototype for an end-to-end P2P blockchain based cash transfer system for

humanitarian response during a dedicated multi-year program sponsored by the Netherlands

Red Cross, with the intention of having a field test in at least one country in the next two

years. Malawi has been pre-identified as a candidate for this field test.
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1.7 A fair distribution algorithm

The above described set-up for executing a CTP has the advantage that it provides a more

direct and transparent way of donating, which yields high cost efficiency and possibly improves

donor engagement, as stated in section 1.4. The process of executing a CTP can, however,

be improved further. In the steps of executing a regular CTP (described in section 1.5),

the beneficiary targeting step is in general costly and time consuming. The goal of any

humanitarian intervention should be to target the neediest people. Reaching those people

can be problematic, as it is often not clear who they are. Not knowing exactly who need

to be targeted makes the matter even more difficult, as the location to start looking from

cannot be determined accurately. Determining the location to start targeting beneficiaries

therefore often happens based on estimates and speculations of the location of the people who

are considered the neediest. After determining an area to target, beneficiaries are considered

eligible to participate in the CTP or not based on certain conditions that vary per CTP. This

is done by sending volunteers into the field. Contact with the local authoritative people is

established and information is gathered of the households in the area to determine which are

eligible to participate in the CTP and which are not. If a household is considered eligible,

the household head is registered by the Red Cross and enabled to digitally receive funds or

collect them at a distribution site on a later point.

There are two major drawbacks of this method. Firstly, the conditions on which the

eligibility of households to participate in the CTP are based are determined rather arbitrarily

with the help of local community leaders. As a humanitarian organization, the Red Cross

would wish to help every person in need. However, funds are limited and choices have to

be made. Therefore, households need to be prioritized based on certain conditions. It is

especially on the brink of these conditions, where one household is able to receive priority,

leaving another - assumed to be a fraction less needy - household without help, that a clear

motivation is needed to support the utilized prioritization mechanism. While local community

leaders might have a good view on what conditions should be used to determine a household’s
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eligibility, a less subjective measure could be preferred in large-scale operations. Secondly,

good communication with the local authoritative people should be considered important.

However, advise from them on who to target should be taken with care. Incorporating local

authoritative people in the beneficiary selection process leaves room for corruption, as those

in authority might favour certain members of the community.

It is because of these reasons that the 510 team is searching for a more general

beneficiary targeting process; a set-up that leaves little room for favouring non-eligible

beneficiaries and one that provides a clear foundation from which the sometimes harsh

ethical decisions can be motivated. After the beneficiary selection process is completed,

however, another question arises. Namely: how much should be given? For small scale

CTPs it suffices to make an estimation of the living costs of the beneficiaries and

subsequently decide an adequate amount to donate. Because of the previously mentioned

changes in the humanitarion environment and the wide-ranging potential of cash transfer

programming, CTPs are likely to increase in number and scale. For numerous large scale

CTPs, a subjective established measure of ‘how much to give’ does not suffice. What is

needed is a set-up that firstly helps answer the question ‘who?’ by identifying the people

that are most needy. Subsequently, the question ‘how much?’ should be answered, by

following a predefined definition of ‘fairness’. The goal of this thesis is therefore to help

answer these questions, using a set-up that is called the ‘fair distribution algorithm’.

From here on, the scope of this thesis will be restricted to constructing a fair

distribution algorithm. Specifically, focus will lie on tailoring this algorithm for Malawi, the

pre-identified candidate for the field test of the P2P project. Other dimensions of the P2P

project, such as the previously mentioned advantages of CTPs, blockchain technologies

within CTPs, or the changing humanitarian environment will not be considered further.

Their previous discussion should be seen by the reader as background information and as a

motivation for the initiation of the P2P project. In the next chapter, relevant literature is

discussed. In chapter three, various models for the fair distribution algorithm are proposed.

Chapter four extensively covers the data that is used for this research. This data is fed to
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the various models and their results are presented and analysed in chapter five. A

conclusion follows in chapter six.
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2 Theoretical background

2.1 The targeting issue

As already briefly described in the previous section, reaching the intended target group of

a social program can be challenging. It is often difficult to define the target group in the

first place. During a food aid program, for example, you need to reach the people that suffer

the most from hunger. How do you define hunger? And how do you set your ‘threshold’ to

be able to include and exclude people in the program? During an epidemic, a humanitarian

organization might wish to characterize the people that have the highest risk of contamination.

But how do you define ‘risk’? Incorrect formulation of this definition could have severe

consequences. For the purposes of a CTP, the context in which we are working, one wishes

to reach the poorest people. The question that arises now is: how do you define ‘poor’? And

where do you set the threshold for being poor? It should be clear that correctly specifying the

target group for a social program is a difficult task and that it is one of great importance. Once

the target group has been defined and the conditions on which the selection of beneficiaries

will be based are outlined, the problem of identifying these people arises. The conditions on

which to include people in the program could be carefully defined, but it might very well

be that these characteristics are not easily observed. This makes identifying people that are

in the predefined target group a complicated process. These difficulties are referred to in

literature as ‘the targeting issue’ (Glewwe, 1990).

2.2 The problem of unobserved income

As mentioned, identifying the people that are in the predefined target group can be difficult if

the characteristics on which the decision of eligibility is based are not directly observable. For

our purposes, we wish to target the poorest people. Our target group should therefore logically

consist of households with an income below a certain threshold (it should be emphasized that

we wish to target households instead of individuals). This imposes a problem however, as we
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are not able to directly observe income. Income is especially an undesired measure to rely on

in an agricultural economy like Malawi, where it is lumpy (people often only receive income

after a large harvest once a year) and insecure (Benson, Machinjili & Kachikopa, 2004). As

an alternative, consumption is frequently used to determine wether someone is poor or not

(Budlender, 2014). While household income in Malawi is often lumpy and insecure, Benson

et al. state that consumption could be interpreted as a smoothed measure of welfare, since

it is continuous (although not constant) throughout the year. Moreover, they point out that

consumption could be seen as ‘realised welfare’, whereas income measures ‘potential welfare’.

Because of these advantageous characteristics of consumption above income, consumption

is chosen in this research as the measure to determine poverty. Moreover, to be able to

compare the level of consumption between households, their consumption is adjusted for their

household size. When the household consumption is divided by the household size, the per

capita household consumption results. The usage of the per capita household consumption

as a measure for welfare relies, however, on the assumptions that (1) every member in the

household accounts for an equal part of the total household consumption irrespective of their

age and gender, (2) every member in the household has the same needs irrespective of their

age and gender, and (3) the costs of living with a certain amount of people in a household is

the same as the sum of the costs of that same amount of people living separately (Skoufias,

Davis and Behrman, 1999). These assumptions are likely to be violated. A perfect measure

to compare household welfare is, however, absent. Benson (2003) mentions using an adult

equivalent basis. Such a measure adjusts consumption for age and gender. The problem with

such a normalized measure is however, as Benson mentions, that the consumption of non-food

items in particular is not (closely) linked to age and gender. The per capita consumption is

chosen as the measure for welfare (or poverty) in this research. Finally, to make the measure of

welfare not only comparable across households, but also comparable across time, the per capita

consumption is adjusted for historic price levels to derive the real per capita consumption.

This will be elaborated in chapter four.
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2.3 Proxy means tests

However, although we have now defined a measure with desirable properties to quantify

welfare (or poverty) to select our beneficiary target group, the difficulties related to observing

it remain. One could of course simply let potential beneficiaries report their amount of

consumption. If the reported consumption is below a certain threshold, the beneficiary could

be included in the CTP. This is however undesirable as beneficiaries could potentially report

a lower consumption than their actual consumption, knowing they then have a higher chance

to be included in the program. To avoid this situation, we wish to proxy consumption with

the intention to get a reliable estimate of the beneficiary’s actual consumption. The practice

of using non-income related characteristics to estimate consumption and to subsequently

determine a beneficiary’s eligibility for a social program is known in literature as ‘proxy means

tests’ (Budlender, 2014). The challenge that arises is to find characteristics that correlate

sufficiently with consumption so that an accurate enough prediction can be made. Baker

and Grosh (1995) carried out proxy means tests using household survey data from Jamaica,

Bolivia and Peru. They conclude that household characteristics can serve as reasonable proxies

for consumption to determine the eligibility of beneficiaries in social programs. The fair

distribution algorithm that is developed in this thesis is based on such a set up.

The determination of eligibility of beneficiaries in a proxy means test set-up relies

for a considerable part on the choice of the variables that are used to proxy consumption.

The choice of these variables is therefore highly important. To ensure that the results from

this research are applicable in practice and do not only have value from a theoretical point

of view, the characteristic that are chosen to be used are constrained to follow a number of

rules.

1. The questions that are asked to the beneficiary in order to gather the information should

be easy to answer. The amount of electricity used by the household in the past year,

for example, could possibly be correlated with their consumption. It is however not

regarded as a suitable proxy, since households might not readily know this amount.
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2. The questions should not provide an incentive to lie. Just as in the case where the

beneficiary is directly asked for its consumption - and so could be incentivised to report

a lower consumption than his/her actual consumption - other questions should not

provide a similar incentive.

3. The questions should respect local culture. Asking questions that are deemed

inappropriate could harm the reputation of the Red Cross or potentially lead to

unreliable results as the beneficiary could have been uncomfortable answering the

question according to reality.

4. The questions should be chosen in such a way that the provided answers are not likely

to change within a short amount of time. The selection of such characteristics, as well

as the data source itself, will be discussed in detail in chapter four.

2.4 A threshold for poverty

Having found a set of variables that could potentially predict the level of consumption of a

household, the question remains how to make operational decisions based on their values. In

other words: how will the eligibility of a potential beneficiary household be defined from its

characteristics? A first step that needs to be taken is the construction of a threshold. If the

predicted consumption of a certain household is above this threshold, the household is deemed

ineligible and it is excluded from the program. If its predicted consumption is below the

threshold, the household is deemed ‘sufficiently poor’ and it is considered eligible to participate

in the program. Hence the eligibility of a household depends on this threshold. Its value could

consequently have substantial influence on the eventual distribution of donations. Various

methods for constructing this ‘poverty line’ appear in literature. It should be emphasized that

no perfect method for doing this exists, as poverty itself is a subjective concept. Baker and

Grosh (1995), who executed proxy means tests for Jamaica, Bolivia and Peru, set the poverty

line at the thirtieth percentile of their welfare distributions. They motivate this by stating

that using such a ‘relative poverty’ measure is frequently used in poverty analyses. Moreover,
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they substantiate their choice by the fact that the thirtieth percentile of the consumption

distribution more or less coincides with the absolute poverty line as calculated by Gordon

(1989) (this was only the case for Jamaica however). Of course the absolute poverty line

calculated by Gordon relies on certain subjective assumptions about poverty as well. Glewwe

(1990), who tries to allocate transfers to poor Ivorians as efficient as possible, chose to use the

thirtieth percentile poverty line as well. He emphasizes that the choice of any poverty line relies

on subjective judgements about what ‘poor’ means. Benson et al. (2004) construct poverty

lines for four different geographical areas in Malawi by first defining the daily basic food

and non-food requirements for an individual in those areas. The poverty line is subsequently

defined as the cost of acquiring that ‘basket’ of items. Using such a ‘minimal basket’ method,

extra assumptions are imposed during the definition of the daily basic food and non-food

requirements of an individual. Moreover, an extra layer of data is needed (i.e. the price of

the goods in the basket). Because of these reasons, such a poverty line construction is not

necessarily better than the use of a relative poverty line. A relative poverty line will be used

in this research. This poverty line will be discussed further in chapter four.

2.5 What is fair?

Now that we are able to construct a poverty threshold that allows us to include or exclude

beneficiaries in the program based on some of their non-income characteristics, the

optimization process that underlies the distribution of donations should be carefully thought

through. This mechanism will eventually make up the fair distribution algorithm. To start

with, one should specify its definition of ‘fair’. Once this measure is formalized and able to

be expressed mathematically, an algorithm can be constructed that adjusts its parameters

such that ‘fairness’ is maximized. Again, ‘fair’ is a subjective concept and various methods

exist to construct a metric for it.

It should be clear that the underlying intention of a CTP - whereby the most neediest

of people are helped by handing them money - is to decrease poverty. That is, one’s ultimate

wish for a CTP is to end poverty. Clearly, ending poverty might be a bit overambitious, but
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the next best option is to minimize it. Hence, the minimization of a poverty index might be

the way to go to achieve ‘fairness’. Here, a poverty index indicates the severity of poverty in

the data sample. A widely used class of poverty indices is the Foster-Greer-Thorbecke (FGT)

measure (Glewwe, 1990). The FGT poverty index is given by:

FGTα(y) =
1

N

∑
i∈P

(
z − yi
z

)α
, where P = {i : yi ≤ z} (2.5.1)

where z is the poverty line, N is the total number of households in the data sample, y =

(y1, ..., yN )T are the household consumptions, P is the set of households with a consumption

below the poverty line z and α is a sensitivity parameter. When α = 0, the FGT measure

simply gives the percentage of the population with a consumption below the poverty line.

Minimizing the FGT index for α = 0 therefore corresponds with minimizing the number of

households in poverty, as previously described. When α = 1, the FGT measure gives the

‘poverty gap’. It then measures the total deviation of all poor household’s consumption from

the poverty line as a percentage of the poverty line. A drawback of using α = 1 is that the

FGT measure is then not yet able to accurately measure the severeness of overall poverty.

Consider the following example. Let us suppose that the poverty line z = $10 and N = 10.

If two households live in poverty with consumption y1 = 1 and y2 = 9,the FGT index would

equal 0.1. However, if those same two households would have consumptions y1 = 5 and y2 = 5,

the FGT index would also equal 0.1. The extreme poverty of the household with consumption

y1 = 1 is therefore unaccounted for when α = 1. If we wish to take this inequality in poverty

in account, we should use α > 1. Using α = 2, for example, the FGT measure becomes

0.082 in the first case and 0.05 in the second case. As 0.082 > 0.05, the poverty in first case

is considered to be worse when α = 2. The sole drawback of using an α > 1 is that the

interpretation of the FGT index becomes difficult (Baker and Grosh, 1995).

By using a mathematically defined poverty measure such as the FGT index, we are

enabled to construct an algorithm that aims to find an optimal distribution of donations.

In this algorithm, the restriction by the maximum amount of funds to distribute among the
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beneficiaries can be taken into account. Furthermore, one can construct metrics by which the

performance of the algorithm can be quantified. One such example is ‘leakage’, defined as the

total amount of funds donated to households that should not have received any. In the next

chapter, various models for distributing donations while maximizing a measure of fairness will

be proposed.
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3 Models

In this chapter, the fair distribution algorithm will be derived. As discussed in the previous

section, fairness will be defined as the minimization of the FGT poverty index. The goal

therefore becomes to distribute donations in such a way that the FGT index is minimized,

and hence fairness is maximized. The FGT index depends on the consumption of households.

As discussed in section 2.3, we cannot directly observe consumption. It is therefore predicted

by a certain selection of household characteristics. Hence, the final distribution of donations

depends on the way how household consumption is predicted by means of these characteristics.

In section 3.2, methods for doing this will be proposed. First, the eventual minimization

problem will be discussed in section 3.1.

3.1 Minimization of the FGT index

3.1.1 How to choose the sensitivity parameter α

For convenience, the FGT index, given by formula 2.5.1, is repeated here.

FGTα(y) =
1

N

∑
i∈P

(
z − yi
z

)α
, where P = {i : yi ≤ z} (2.5.1)

z is the poverty line, N is the total number of households in the data sample, yi is the

consumption of household i, P is the set of households with a consumption below the poverty

line z and α is a sensitivity parameter. The contribution of a single household i to the

FGT index, given the fact that the household is contained in the set P , is therefore given by

1
N

( z−yi
z

)α
. This contribution is plotted in Figure 3.1 as a function of consumption yi (dropping

the scale factor 1
N ). Figure 3.1 shows how the contribution of a household to the FGT index

changes when the sensitivity parameter α is adjusted. When α = 0 the contribution of each

household contained in set P is the same, independent of its consumption yi. When α = 1 the

contribution decreases linearly with respect to yi. For α > 1, we observe that the contribution
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becomes more sensitive to low values of yi when α increases. That is, for high values of α,

households with a consumption close to the poverty line Z barely contribute to the FGT

index, while households with a low consumption do contribute to the FGT index.

Figure 3.1: Unscaled contribution of household i to the FGT index for different α as a function
of its consumption yi.

The choice of α should therefore be motivated from the question to which degree one wishes

to prioritize ultra poor households with respect to households that are less poor. One can

incorporate the choice of the poverty line z in this debate. When a relatively high poverty

line is chosen, one can choose α high as well. In this way, the effect of a high z diminishes as

little weight is given to households with a consumption close to z. Similarly, a relatively low

poverty line could be accompanied by the choice of a low α as well (that is, slightly above one

to still account for inequalities in poverty as explained in section 2.5). In that case, households
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with a consumption close to the poverty line z still contribute to the FGT index.

3.1.2 Restrictions in the minimization problem

As discussed in section 2.2, we do not directly observe household consumption and we will

therefore use its predicted value ŷ = (ŷ1, ..., ŷN )T . Furthermore, we wish to distribute

donations in such a way that the FGT index, for a given α, is minimized. Let di be the

amount that we wish to donate to household i. That is: we wish to be able to increase the

household’s per capita consumption by di. In order to do this, we actually need to transfer

d̄i = si · di, where si is the size of household i. This makes sure that a household’s per capita

consumption is indeed able to increase with di. After the transfers, the new FGT index is

given by:

F̂GTα(d|ŷ) =
1

N

∑
i∈P

(
z − ỹi
z

)α
=

1

N

∑
i∈P

(
z − (ŷi + di)

z

)α
, where P = {i : ŷi ≤ z}

Where ỹ = ŷ + d, so that ỹi = ŷi + di holds for all i.

Our goal is to minimize F̂GTα(d|ŷ) with respect to d. Clearly di ≥ 0 should hold.

Furthermore, we should not be able to transfer more than the total amount of funds D we

have available: Σdi · si ≤ D. In this set-up, however, we are free to choose any di that

respects the restrictions. That means that, in the optimal allocation d∗ = (d∗1, ..., d
∗
N )T ,

every household i could be receiving a different amount di. Although this would be the most

preferable situation in terms of optimization (full freedom in the choice of d enables us to find

a minimum with arbitrary precision), it is unpreferable to do this in real-life. Differentiating

too much in the amount of donations di between households could result in discontentment

of the beneficiaries. Discussions or fights could originate if one household would receive a

much higher donation than another. For this reason, often only a few (sometimes just one)

donation ‘classes’ are chosen in practice. If a household is considered ultra poor, it could fall,

for example, in donation class X. It then receives a higher donation than another household
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that is considered poor - but not ultra poor - and therefore falls in donation class Y. Since

this is how it is done in practice, another restriction will be imposed on the donations di.

Let the number of different donation ‘classes’ be C. Beneficiaries in class C will receive the

highest donation, dC . Restricting di to only take on the values of the specified classes yields:

di ∈ (d1, d2, ..., dC) ∀i (3.1.1)

Here, d1 is the smallest possible donation that can be transferred to beneficiaries. Adding

this restriction, the minimization problem becomes:

minimize
d

F̂GTα(d|ŷ) =
1

N

∑
i∈P

(
z − ỹi
z

)α
=

1

N

∑
i∈P

(
z − (ŷi + di)

z

)α
subject to

∑
i

di · si ≤ D,

di ≥ 0 ∀i,

di ∈ (d1, d2, ..., dC) ∀i

(3.1.2)

In the next section, it is explained how this minimization problem is able to be solved in an

iterative way. This results in a fair distribution algorithm.

3.1.3 Construction of the algorithm

As discussed in section 3.1.1, there is no uniform ‘best choice’ of the sensitivity parameter α.

Its choice should be motivated from one’s intentions. Our choice for α will be motivated as

follows. Note that the FGT poverty index does not decrease by donating funds to households

with a predicted consumption above the poverty line z. Hence, these households should not

receive any funds, as doing so will not decrease poverty. We have therefore made an implicit

prioritization among poor and non-poor households. This prioritization originates directly

from the concept that poor households should receive funds, while richer households shouldn’t.

To stay in line with this thinking, we would wish to donate extra funds to households that
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are extremely poor. That is: among the poor households, a secondary layer of prioritization

should take place. In that way, the extremely poor are compensated more than the households

that are less poor. A household’s prioritization now increases as it’s predicted consumption

decreases. Knowing that this is our intention, we can choose α accordingly. As stated in

section 3.1.1, taking any α > 1 will accomplish this. α = 2 will be used in this research, as

this value has been applied most widely (Foster, Greer & Thorbecke, 2010). The FGT index

for α = 2 is also called the ‘poverty severity index’ (Haughton & Khandker, 2009).

One of the constraints in (3.1.2) is that the donations di can only take on some

predefined values. Because of this constraint - together with our chosen value for α -

minimizing the FGT index becomes very intuitive. Since households contribute more to the

FGT index as their consumption decreases (because α > 1), distributing funds to the

household with the lowest (predicted) consumption yields the highest marginal decrease in

the FGT index. We therefore logically wish to reach this very household first and transfer it

the highest possible donation, dC . Transferring funds to the second poorest household

subsequently yields the highest marginal decrease in the FGT index. We therefore transfer

dC to this household as well. We continue to do this until transferring dC to household i

causes ỹi = ŷi + dC > z. That is: transferring dC to household i caused its predicted

consumption after the transfer to be above the poverty line. This is suboptimal, as every

monetary unit transferred to a household that already has a predicted consumption above

the povery line does not decrease the FGT index any further. Instead - if our aim is to

decrease the FGT index the most - we should transfer dC−1 to the poorest household for

which ỹi = ŷi + dC > z holds. We continue to transfer dC−1 to the households that follow

until ỹi = ŷi + dC−1 > z holds, in which case we switch to transferring dC−2. This process

either stops if transferring funds to another household causes the total amount of funds to

be exceeded:
∑

i di > D, or if transferring funds to a household exactly caused
∑

i di = D.

In the case that d1 is reached (the lowest possible donation), we continue with transferring

until one of the stopping criteria is met, even if it causes ỹi = ŷi + d1 > z for some

households. Following this stepwise process, we can find the distribution of donations d∗
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that minimizes the FGT index. Before this can be done however, ŷ needs to be calculated.

That is, a prediction for the consumption of each household i needs to be made. Thus, the

challenge that remains is to predict the observed household consumptions yi as accurate as

possible. The way this is done is elaborated in section 3.2. First, the metrics on which the

performance of a distribution d is judged will be derived.

3.1.4 Performance metrics

Having found an optimal distribution of donations d∗, we wish to be able to say something

about its performance. Clearly, the decrease in poverty (measured by the FGT index) is a

good metric to use, as the initial goal was to minimize poverty. The FGT index depends

on the number of households in the data sample. For comparison purposes it is hence more

convenient to look at the relative decrease in poverty, instead of the absolute decrease. The

relative decrease in poverty, FGT−, caused by the distribution of donations d, given the

predicted household consumptions ŷ, is given by:

FGT−α (d|ŷ,y) = − F̂GTα(d|ŷ)− FGTα(y)

FGTα(y)
· 100% (3.1.3)

Here, F̂GT (d|ŷ) is the FGT index after a distribution d, using the predicted consumption ŷ.

Besides a high decrease in poverty, one furthermore wishes to see a high degree of

targeting successes, a low degree of targeting failures and a low degree of ‘leakage’ as well.

These concepts are defined as follows.

Definition 3.1. Targeting success. A targeting success is defined as:

• a household with a consumption yi below z with a predicted consumption ŷi also below

z, or:

• a household with a consumption yi above z with a predicted consumption ŷi also above

z.
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Definition 3.2. Targeting failure. A targeting failure is defined as:

• a household with a consumption yi below z with a predicted consumption ŷi above z,

or:

• a household with a consumption yi above z with a predicted consumption ŷi below z.

Definition 3.3. Leakage. Leakage is defined as the total amount of donations that is

transferred to households that are classified as poor, but in reality aren’t poor. Let

L = {i : yi > z, ŷi ≤ z}. That is, L is the set of households that are predicted as poor, but in

reality aren’t poor. Then:

Leakage =
∑
i∈L

di · si

3.2 Predicting consumption

As discussed previously, the challenge that remains is to predict household consumption y =

(y1, ..., yN )T as accurate as possible by using a set of variables X = [X
′
1, ..., X

′
N ]. The models

for doing this will be derived in this section. In section 3.2.1, a problem that arises during

the gathering of information from the potential beneficiaries will be discussed. Specifically,

this problem arises from the fact that there is a maximum to the amount of information that

can be demanded from beneficiaries. In section 3.2.2 - as a solution to the problem posed

in section 3.2.1 - methods for retrieving the household characteristics with most explanatory

power for consumption will be proposed. In section 3.2.3, methods that might further improve

the prediction ŷ = (ŷ1, ..., ŷN )T will be proposed. It is not until chapter four until the variables

that could possibly be contained in X will be elaborated.

3.2.1 Variable amount restriction

To get an accurate prediction, one would normally wish to have as much information as

possible. That is, we wish to have as much household characteristics as possible contained

in X. In a real-life situation however, we are restricted by a constraint: information has a
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cost. The household characteristics have to be gathered in one way or another. A variety of

options for doing this exist. It could for example be done by volunteers who go to communities

and register potential beneficiaries by surveying them and so collecting the necessary data.

It could also be done through self-selection of the beneficiaries. This refers to the situation

where beneficiaries register themselves, but there might exists a barrier for doing this that

is sufficiently high (such as a long waiting line), so that households that are not poor will

not bother to make the effort of registering. Another way would be to let community leaders

register potential beneficiaries. Whatever method is chosen; demanding a large amount of

characteristics from each potential beneficiary household is not feasible on a large scale. We

will therefore restrict ourselves to use a set of household characteristics H that is generated

with a maximum amount of fifteen questions. This number is chosen arbitrarily, but assumed

to be a feasible amount of questions to ask during a potential survey. Let the total amount

of questions - needed to generate the entire dataset - be Q. We are thus only allowed to use

fifteen of these Q questions. Because of this limit, the final set H will contain an amount

of variables that is less than the total amount of possible variables. Note however that the

fifteen chosen questions may generate more than fifteen variables, as multiple variables can be

generated from a single question in some cases. Hence, the amount of variables contained in

H can exceed fifteen. Of course, all Q questions should still meet the requirements as stated

in section 2.3. (The variables that are used in this research and the Q questions that should

be asked to beneficiaries in order to generate the data are covered extensively in chapter four

and in Appendix A and B.) To supplement the set of household characteristics H - generated

from the fifteen chosen questions - a set of geographical characteristics G of the location of

the household are added. These variables are always included in X, as they are relatively

easy to gather. The total set of explanatory variables for household i is therefore given by:

X = [H
′
, G
′
] (3.2.1)

As we are restricted by a maximum amount of questions to generate the variables contained in
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H, we wish to choose these questions such that the variables with the highest predictive power

for y are included. This way, we hope to still get an accurate model, even though the amount

of variables that might be used is restricted. Models for measuring variable importance are

proposed in section 3.2.2.

3.2.2 Variable importance

In this section, models to predict y will be derived. Specifically, only models that empower

us to measure some form of variable importance will be used. By measuring variable

importance, we can say which variables have the most explanatory power for y and should

thus be contained in H. First, the Ordinary Least Squares (OLS) method will be proposed

to predict y in section 3.2.2.1. Subsequently, a metric to evaluate the importance of the

variables used in the model will be specified. Second, regression forest (RF) will be proposed

to predict y in section 3.2.2.2, again with the intention to measure the importance of the

used variables. Two variable importance metrics are used for the RF. Thus, at the end of

this section, three methods to measure variable importance will have been constructed. If a

subset of variables exist that all three methods assign importance to, we have more

confirmation that these variables are indeed important. For this reason multiple methods

are used to evaluate variable importance.

3.2.2.1 Ordinary Least Squares

We will start with predicting y using the Ordinary Least Squares (OLS) method. As will be

discussed in chapter four later, the consumption distribution of log y quite closely represents

a normal distribution. As the underlying assumptions of the OLS model are less likely to be

violated in this case, we will model log y instead of y:

log y = βH + γG+ ε (3.2.2)

where H is the set of household characteristics with parameter vector β, ε are the error terms
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and G is the set of geographical characteristics with parameter vector γ.

Several methods exist for measuring the importance of the variables contained in H.

One way would be to decompose the R2 of the model into contributions of each explanatory

variable. The variables with the highest contribution to the R2 measure are then considered

the most important. The problem with this method, however, is that it is very

computationally intensive. This is caused by the fact that each order of ors yields a different

distribution of R2 contributions (Grömping, 2006). as the number of possible variables M to

be contained in H is large (the exact amount will be made clear in chapter four), the

number of possibilities in which, let’s say, fourteen variables can be added step-wise to

calculate their R2 contribution becomes extremely large. Specifically, this number is equal

to MP14 = M !
(M−14)! . For M = 20, this already amounts to 20!

(M−14)! ≈ 3 · 1015. As we have

more than twenty variables available, this method is infeasible for our purposes.

Another way to measure variable importance would be to track the change in the

dependent variable after a one-unit increase in each regressor. That is, the variables that

impose the largest change in log ŷ are considered most important. Clearly, the regressors

should be on the same scale if we wish to compare their importance in this manner. One

could therefore compare the standardized coefficients given by (Grömping, 2006):

¯̂
βk = β̂k ·

√
sk√
sy

(3.2.3)

where β̂k is the estimated coefficient of regressor k,
√
sk is the empirical variance of regressor

k and
√
sy is the empirical variance of the dependent variable. Squaring these standardized

coefficients results in a metric that enables us to compare the relative importance of the

included regressors. This metric is a lot less computationally intensive than the previously

proposed R2 decomposition and will therefore be used in this research.
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3.2.2.2 Regression forests

Classification and regression trees are machine learning methods for constructing prediction

models (Loh, 2011). If the dependent variable Y can only take on values of certain classes -

let’s name these classes k = 1, 2, ...,K - classification trees should be used. In this case, the

independent variables X are partitioned. A corresponding class k = 1, 2, ...,K is assigned to

each of the partitions. Thus, if the independent variables from observation i, Xi, fall into a

certain partition k of X, the predicted class of that observation will be k. This is illustrated

in Figure 3.2. In this case, Y can take on class 1, 2 or 3. Two independent variables, X1 and

X2, are used to predict the class in which Y falls. The space of X is partitioned such that,

based on their mutual values, each observation falls in one of the partitions and is assigned a

predicted class subsequently. The underlying mechanism behind the partition of the X space

is the minimization of a predefined criterion (James, Witten, Hastie, & Tibshirani, 2013).

Figure 3.2: Graphical illustration of a classification tree. A partition takes place at each of the
three ‘nodes’ in the tree on the right hand side. Source: Loh, 2011. dit hier goed weergeven?

Regression trees work in a similar way. The difference is that the dependent

variable y should take on ordered values, instead of classes. Furthermore, a simple model is

fitted at each of the nodes to yield a prediction for Y (Loh, 2011). Specifically, if j points

(x1, y1), (x2, y2), ..., (xj , yj) belong to the partition that is specified at node L ∈ N, where N

is the set of all nodes, we predict y as the sample average of the dependent variable at that
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node: ŷL = 1
j

∑j
i=1 yi. Again, a minimization criterion yields the partition of the X space.

In the case of regression trees, the minimization of the sum of squared errors over all the

nodes is used (James et al., 2013). That is, we minimize

S =
∑
L∈N

∑
j∈L

(yj − ŷL)2 (3.2.4)

Partitioning is either stopped if another partition does not decrease S anymore by a certain

minimal value δ, or if there are less then a certain number of observations b resulting in a

node if another partition takes place. As we’re dealing with household consumption, which is

not categorical, regression trees are used in this research.

Breiman (2001) states that significant improvements in accuracy occur when multiple

trees are combined in comparison to the case where just one tree is used. He goes about as

follows. First, he proposes to start with taking T bootstrap samples from the data. Each

time the data is sampled, a certain number of observations is left out, called the Out-Of-Bag

(OOB) samples. This is done to get estimation errors in a later stadium. A regression tree is

constructed for each of the T bootstrap samples. T is thus the desired number of trees. The

construction of the T regression trees now differs a bit from the previously outlined procedure.

During the partitions that take place at the nodes of the trees, not all independent variables

are considered. Instead, we are only allowed to partition the X space using a subset of the

independent variables. So, Breiman suggests to execute the partition at each node by using

a subset of the variables, X ∈ X, instead of the whole set of variables X, as is done during

the construction of a single regression tree. Of course the optimal partition is still found by

minimizing S. This subset X ∈ X is chosen randomly at each node of a tree, using the same

probability distribution. Partitioning is stopped using the same stopping criteria as those for

a single tree. The final prediction is calculated as the average prediction over all T trees.

Because of the large amount of trees (forming a forest) and the incorporated random aspect,

this algorithm is called a Random Forest. Specifically, since we are dealing with a regression

problem instead of a classification problem, Breiman uses the name regression forest (RF).
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Two popular methods for measuring variable importance in RFs exists (Louppe,

2014). Both of them will be used in this research, resulting in a total of three different variable

importance measures. The first measure is the Mean Decrease Impurity (MDI) importance.

The MDI measures the importance of a variable xi by averaging impurity decreases caused in

nodes where variable xi is used. Here, impurity is calculated as the root-mean-square error

(RMSE) on the OOB samples (Louppe, 2014). The MDI measure for variable xi is therefore

given by :

MDI(xi) =
1

T

T∑
t=1

∑
L∈Nt

1[xi ∈ Xt,L] ·RMSE(OOBt)

=
1

T

T∑
t=1

∑
L∈Nt

1[xi ∈ Xt,L] · 1

n

n∑
j=1

(yj − ŷOOBt,j )2

(3.2.5)

Here, Nt is the set of all nodes in tree t. Furthermore, 1[xi ∈ Xt,L] is an indicator function,

taking on the value 1 if variable xi ∈ Xt,L, the random subset of X taken at node L in tree t

(and 0 otherwise). In calculating the RMSE, ŷOOBt,j is the estimation for the OOB observation

j in the bootstrap sample for tree t. The number of out of bag observations n is the same for

all T samples.

As a second measure, the Permutation Importance (PI) is used. The PI is calculated

by measuring the mean increase in the RMSE when the values of xi are randomly permuted

in the OOB samples (Louppe, 2014). If xi is important in explaining y, permuting its values

should drastically increase the error. So, a high increase in the RMSE of the OOB observations

- caused by randomly permuting xi - should indicate a high importance of variable xi. The

PI measure is therefore given by (Genuer, Poggi, & Tuleau-Malot, 2010):

PI(xi) =
1

T

T∑
t=1

{RMSE(ÕOB
i

t)−RMSE(OOBt)} (3.2.6)

Here, ÕOB
i

t is the RMSE of the OOB observations in bootstrap sample t when variable xi is

randomly permuted. This random permutation is done once for each variable.
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3.2.3 Artificial Neural Network

In this section, an Artificial Neural Network (ANN) will be proposed to predict y. Within

the context of ANNs there is no straightforward measure of variable importance. Hence, the

ANN is strictly focused on predicting y, whereas no means to measure variable importance

are provided (as was the case for OLS and the RF). For now, the choice of which variables to

use in the ANN is irrelevant and its discussion is postponed to section 5.1.

Artificial Neural Networks (ANNs) were initially developed to imitate biological

neural networks. Specifically, they aim to execute complex pattern recognition task using a

structure of layered artificial neurons. To date, however, no concrete proof exists that ANNs

indeed imitate the way a human brain functions (Rubinov, 2015). Despite the fact that

ANNs fail to deliver a representative theoretical foundation for the functioning of a brain,

Rubinov states that they can nonetheless be very useful in, for example, executing pattern

recognition tasks. Neural Networks offer a number of advantages and have proven to

significantly outperform other statistical methods for certain tasks (Tu, 1996). One of the

advantages that Tu mentions is that ANNs do not rely on any predefined statistical

assumptions about the relation between the predictor variables and the dependent variable,

as is the case in some other statistical prediction methods such as OLS. Furthermore, ANNs

have the ability to detect arbitrarily complex non-linear relationships between dependent

and independent variables. Because of these reasons, an ANN is used in this research to

predict household consumption. Hence, we allow for possibly complex non-linear relations

between household consumption and household characteristics.

As stated before, ANNs can be viewed as structured layers of artificial neurons. A

graphical representation of an ANN is given in Figure 3.3.
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Figure 3.3: Graphical representation of layers of artificial neurons in an ANN.

The predictor variables - in our case household characteristics - make up the input layer of

the ANN. The input of the neurons in the next layer are calculated as a weighted sum of the

values of the neurons in the previous layer. So, the input for each neuron j in the first hidden

layer, a
(1)
j , is calculated as (Bishop, 2006):

a
(1)
j =

D∑
d=1

w
(1)
j,dxd + w

(1)
j,0 (3.2.7)

Here, D is the number of input variables. Furthermore, w
(1)
j,d indicates the weight assigned to

input variable xd for neuron j in the first hidden layer. w
(1)
j,0 is an extra parameter, known as

the ‘bias’. When the inputs are calculated for each neuron j in the first hidden layer, they

are transformed using a certain activation function h(·). This quantity will be the neuron’s

output and is thus given by (Bishop, 2006):

z
(1)
j = h(a

(1)
j ) (3.2.8)

Using this quantity, the input of each neuron k in the second hidden layer, a
(2)
k can be

calculated in the same way as (3.2.7), by:

a
(2)
k =

J∑
j=1

w
(2)
k,jz

(1)
j + w

(2)
k,0 (3.2.9)
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Here, J is the number of neurons in the first hidden layer. Again, the output of each of the

K neurons in the second hidden layer is calculated by:

z
(2)
k = h(a

(2)
k ) (3.2.10)

This process can be repeated for an arbitrary number of layers, each consisting of an arbitrary

amount of neurons. For regression, the final layer should consist of one neuron. However, its

input is not transformed using h(·), so that its value simply equals the weighed sum of the

neurons in the second to last layer. For each observation n, the prediction of the dependent

variable is given by this value. For regression, the error function is subsequently calculated

as the sum of squared errors (Bishop, 2006):

E(w) =
N∑
n=1

{ŷn(xn,w)− yn}2 (3.2.11)

Here, yn is the observed value of the dependent variable. ŷn(xn,w) is its predicted value

(i.e. the value of the last neuron), which depends on the set of input variables xn and the

estimated weights and biases w. The optimal set of parameters w∗ is given by the solution

obtained by minimizing E(w).

By back-propagating the error - that is, calculating the derivative of the error function

w.r.t. all the weights and biases in the network - the solution ∂E
∂w |w∗ = 0 can be found, which

is a (local) minimum of E. As there are lots of parameters in the network, calculating

this derivative is computationally expensive. This is therefore often done using a stochastic

gradient descent (Bishop, 2006). This refers to the process where the parameters of the

network are adjusted iteratively by calculating the derivative using small batches of the set of

observations. By calculating the derivative using only a small batch of the observations, we

get an approximation of the actual derivative ∂E
∂w . Approximating the derivative using a small

subset of the observations is a lot less computationally expensive than calculating the exact

derivative using all observations. Each time the derivative is approximated, the parameters
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in the network are adjusted such that the error term decreases. This process is iterated until

we converge to a (local) minimum.
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4 Data

4.1 The Third Integrated Household Survey

The data that is used in this research comes from the Third Integrated Household Survey

(IHS3) 2010-2011 , executed by the Government of Malawi through the National Statistical

Office (NSO). The household survey is executed roughly every five years. To this date

however, it is the most recent complete household survey available in Malawi that contains a

measure for poverty (household consumption in our case). The IHS3 is carefully designed to

be representative for the population of Malawi. A first level of stratification ensures

geographic representativeness by sampling a certain ratio of urban/rural enumeration areas

(EAs). A second stage selection ensures household representativeness by using random

sampling of households within each EA. Figure 4.1 shows the location of surveyed

households across Malawi.

Figure 4.1: The distribution of surveyed households during the IHS3 across Malawi.
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The data is separated into a cross-sectional sample (9.024 households) and two

panel samples (in total 3.247 households). The households in the cross-sectional sample

received all questions in one time. The households in the panel samples received the

questions on various occasions. The beneficiary registration for a CTP takes place on one

occasion. Therefore, to stay as close to reality as possible, only the cross-sectional sample is

used in this research. This replicates the real-life situation in which static information is

gathered on one occasion. During the questionnaire of the IHS3, each member of the

household is interviewed (if an individual is below the age of five years, another member of

the household answers the questions). This leaves us with approximately 40.000 individual

observations. The survey is extensive, covering in total more than a thousand variables.

This data is gathered through four sub-questionnaires: the household questionnaire, the

agricultural questionnaire, the fishery questionnaire and the community questionnaire.

Furthermore, extra modules that contain extensive information on the consumption

behaviour and the geographical characteristics of the interviewed households exists.

The models derived in the previous chapters focus on distributing donations among

households, instead of individuals. We are therefore interested in household characteristics,

instead of characteristics of individuals. As the data is stored on individual level, the

dataset is mutated by the author such that it contains variables that represent household

level characteristics. The resulting dataset therefore contains 57 variables for 9.024

observations; the total number of households contained in the cross-sectional part. The

script (written in R) that mutates the data from individual level to household level can be

obtained through 510.global. It is encouraged to request this script at 510.global to use it as

a starting point when future IHS datasets need to be mutated so that they represent

household level information. The original data can be obtained through the Worldbank

(http://microdata.worldbank.org/index.php/catalog/1003). When the R-script is executed

using this data, the customized dataset that is used for this research results. The author can

be contacted through 510.global for more information.

http://microdata.worldbank.org/index.php/catalog/1003
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4.2 Variable description

The variables that are contained in the dataset, as well as some descriptive statistics, are

given in Table 1. A more detailed description of the variables is given in Appendix A.

Table 1: Descriptive statistics.

Variable N Mean St. Dev. Min Max

log PCtotal real ann cons 9,024 10.636 0.756 8.064 14.660
married 9,024 0.722 0.448 0 1

age HHhead 9,024 42.215 16.285 15 108
nr below 5 9,024 0.719 0.793 0 5

size HH 9,024 4.497 2.168 1 17
young HHhead 9,024 0.018 0.134 0 1

single headedHH 9,024 0.076 0.266 0 1
Chewa lang home 9,024 0.547 0.498 0 1
Nyanja lang home 9,024 0.060 0.238 0 1

Yao lang home 9,024 0.082 0.274 0 1
Tumbuka lang home 9,024 0.107 0.309 0 1

single headedHHfemale 9,024 0.034 0.181 0 1
HHperc readwrite Chich 9,024 0.477 0.322 0.000 1.000
HH able readwrite Chich 9,024 0.829 0.377 0 1
HHperc readwrite Eng 9,024 0.255 0.306 0.000 1.000
HH able readwrite Eng 9,024 0.540 0.498 0 1

HH ever att school 9,024 0.933 0.250 0 1
HH has degree 9,024 0.394 0.489 0 1

perc HHmembers chronic ill 9,024 0.067 0.176 0.000 1.000
h HH collecting water yest 9,024 1.152 0.945 0.000 11.000
h HH collecting fwood yest 9,024 0.628 1.267 0.000 25.000

h HH ag actv7d 9,024 25.803 33.323 0.000 378.000
h HH business7d 9,024 4.607 14.777 0.000 240.000

nr of employed12m 9,024 0.255 0.526 0 7
HH did ganyu12m 9,024 0.475 0.499 0 1

owns house 9,024 0.815 0.389 0 1
has electricity 9,024 0.076 0.265 0 1
mosquito net 9,024 0.608 0.488 0 1

material permanent 9,024 0.287 0.452 0 1
material semipermanent 9,024 0.252 0.434 0 1

has cellphone 9,024 0.356 0.479 0 1
drinkingwater piped 9,024 0.091 0.288 0 1

drinkingwater borehole 9,024 0.580 0.494 0 1
shared food with otherHH7d 9,024 0.291 0.454 0 1

has bed 9,024 0.357 0.479 0 1
has fan 9,024 0.031 0.173 0 1
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has radio 9,024 0.471 0.499 0 1
has television 9,024 0.088 0.283 0 1

has refrigerator 9,024 0.036 0.185 0 1
has bicycle 9,024 0.392 0.488 0 1

has car 9,024 0.013 0.114 0 1
has satellitedish 9,024 0.022 0.147 0 1

ownrent farm implements12m 9,024 0.906 0.291 0 1
has enterprise12m 9,024 0.199 0.399 0 1

reside 9,024 0.152 0.360 0 1
dist road 9,024 8.661 10.577 0.000 57.590

dist popcenter20k 9,024 36.408 23.085 0.110 120.670
dist admarc 9,024 8.135 5.797 0.110 37.990

annual mean temp 9,024 21.905 2.023 17.300 26.400
elevation 9,024 841.612 358.980 38.000 1,742.000

Hills.mountains 9,024 0.090 0.286 0 1
Lowlands 9,024 0.013 0.112 0 1

Plains 9,024 0.453 0.498 0 1

As the data comes from an existing survey, a future survey should stay as close as

possible to the original one. If not, the final results might be influenced by the different

way the questions are asked. The existing survey, however, aims at requiring individual

information. A future survey, however, needs to contain household information. The list of

questions needed to generate the exact same information on household level is provided in

Appendix B.

4.3 Visual variable inspection

The distribution of per capita real annual household consumption - the dependent variable -

is shown in Figure 4.2. As shown, the poverty line z is set at the start of the second quantile,

defining the lower 25% of the population’s households as poor. MKW 24,500 approximately

equals e 27.
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(a) Untransformed consumption distribution (b) Log-transformed consumption distribution

Figure 4.2: Distribution of per capita real annual household consumption.

On the right hand side of Figure 4.2, the logarithm of the consumption distribution is shown.

Taking the logarithm results in a rather normally shaped distribution. This is the reason why,

as stated in section 3.2.2.1, the logarithm of the per capita real annual household consumption

- log(y) - will be used as the dependent variable.

If we wish to be able to explain poverty, or, consumption, there should be at least

some correlation between the variables in the dataset and the dependent variable log(y).

Using a locally weighted scatterplot smoothing (LOWESS) regression line, Figure 4.3 shows

this correlation for four different variables in the dataset.
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Figure 4.3: Correlation of some variables in the dataset with the logarithm of household
consumption. The names of the variables are indicated on the y-axes.
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5 Results

The data that is discussed in the previous chapter is fed to the models proposed in chapter

three. The results that arise are presented in this chapter. First, in section 5.1, the data is fed

to the models from section 3.2.2, which aim to measure variable importance while predicting

household consumption y. Then, in section 5.2, the three models from section 3.2.3 will be

evaluated. These models yield a prediction of y using only the variables that were previously

found most important. The results will be compared in section 5.3 and the best prediction ŷ

will subsequently be used to calculate the eventual distribution of donations d in section 5.4,

as proposed in section 3.1.

5.1 Variable importance

The models that enable us to calculate variable importance will be used in this section.

Remember that three different metrics for variable importance were proposed in section 3.2.2.

First, variable importance will be measured by OLS in 5.1.1. Then, variable importance will

be measured by regression forests by means of two different metrics in 5.1.2.

5.1.1 Variable importance using Ordinary Least Squares

In this section, variable importance in Ordinary Least Squares will be measured. Appendix

C shows the results of performing OLS using all possible variables. In the following, only the

relative importance of the various household characteristics is measured as the geographical

characteristics in set G should always be included (as discussed in section 3.2.1). The relative

importances of the regressors in appendix B are measured by their squared standardized

coefficients
¯̂
β2k. Figure 5.1 shows the relative importance of these variables.



D
RA
FT

5 RESULTS 44

Figure 5.1: Relative importance of all household characteristics.

In Figure 5.1 we observe that the household size and the squared household size have a

disproportionate large relative importance with respect to the other regressors. This is to

be expected, as the dependent variable is the (log) per capita household consumption. That

means that the total household consumption is divided by the size of the household. Because

of this relation, variables that depend on the household size have a substantial effect on the

household consumption. Other variables, such as age-related variables or education-related

variables, are not expected to have such a substantial influence. This should be taken into

account when one regresses the per capita household consumption on the household size. As

it is still desirable to take the household size into account (since besides the aforementioned

effect, household size may furthermore influence household consumption in other manners),

it will still be included in the model. In Figure 5.2, the relative importance of all regressors

except for household size and squared household size is shown again to get a more clear

overview.

A problem with performing OLS using the variables listed in appendix C is that
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Figure 5.2: Relative importance of all household characteristics except household size and
squared household size.

some of them are possibly endogenous. The variable HH has degree is an example of a possible

endogenous regressor. If no member of the household has an educational degree, it could cause

the household to be poor (i.e.: have a low consumption). On the other hand, being poor could

have caused the household to have no members with an educational degree. Nevertheless, as

Baker and Grosh (1995, p.7) mention as well, OLS is still sufficient to use for our purposes.

That is, we merely wish to predict consumption. Explaining why households have their given

level of consumption - in which endogenous regressors would impose a problem - is not of our

interest.

As discussed in section 3.2.1, we are restricted to use a maximum amount of fifteen

questions. We wish to choose these fifteen questions such that the most important variables

from Figure 5.1 are generated. These variables will subsequently be included in the set H.

As some questions generate multiple variables, it could be that a question generates both an

important variable and a relative unimportant variable. In that case, both variables will be

included in H. In section 5.2, the model will be evaluated using X = [H
′
, G
′
], thus yielding

a prediction for y using only the household characteristics included in H.
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5.1.2 Variable importance using a regression forest

In this section, variable importance in an RF will be measured. As discussed in section

3.2.2.2, two measures of variable importance will be used: the Mean Decrease Impurity (MDI)

importance and the Permutation Importance (PI). In Figure 5.3, the MDI is shown. The PI

is shown in Figure 5.4. Note that again only the household characteristics are shown, as the

geographical characteristics in set G should always be included in the model. During the

construction of the forest, 500 trees are used. Furthermore, the amount of randomly chosen

variables at each node equals 19 (approximately one third of the total amount of regressors,

the default amount).

Again, the household size and the squared household size have the highest importance.

This holds for both measures. There is however a less disproportionate difference with the

other regressors, compared to the squared standardized coefficients shown in Figure 5.1.

Figure 5.3: Mean Decrease Impurity importance of all household characteristics.
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Figure 5.4: Permutation Importance of all household characteristics.

As before, we now wish to construct a set of most important household characteristics

and subsequently evaluate the model using only those variables. Since we now have two

measures of importance - while we wish to have one single set of important variables - we

should map them to one single ‘score’ of importance. This is done by first taking care that

the importances represent a relative value. That is, if, for example, the MDI of the squared

household size equals 420 while the total sum of all MDI’s equals 4000, the relative MDI of the

squared household size equals 0.105. Doing this for both the MDI and the PI for all variables

and subsequently taking the average over both importances leads to the Average Relative

Importance (ARI). The ARI is shown in Figure 5.5 and will be used to determine the set of

variables to include in H. In section 5.2, the RF model is evaluated using X = [H
′
, G
′
].
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Figure 5.5: Average Relative Importance of the MDI and PI measures for all household
characteristics.

5.2 Evaluating the models

In this section, all three models proposed in chapter three (OLS, RF and ANN) will be

evaluated. That is, a prediction for y will be made using X = [H
′
, G
′
], where H is the set of

household characteristics that were found most important. For OLS, H will be constructed by

making use of the squared standardized variable importance measure, calculated in section

5.1.1. For the RF, H will be constructed by making use of the ARI: the average relative

importance score, based on both the MDI and PI measure. The ARI has been calculated in

section 5.1.2. For the ANN, no measure of variable importance has been calculated. Therefore,

H will be constructed by making use of the ARI as well. Now, however, the relative importance

as measured by the squared standardized coefficients (calculated in section 5.1.1) is also

taken into account. This means that for the ANN, the set of important household variables

is constructed by making use of all three importance measures. The OLS model will be

evaluated in section 5.2.1, the RF model will be evaluated in section 5.2.2 and the ANN

model will be evaluated in section 5.2.3. A more graphical representation of the performance

of these models will be postponed to section 5.3, where all three models will be compared.
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5.2.1 Ordinary Least Squares

Using Figure 5.1 and appendix B we can construct the set of fifteen questions needed to

generate the most important variables, as measured by the squared standardized coefficients.

The questions that achieve this are numbered in appendix B by: 1, 2, 3, 5, 6, 8, 9, 10, 12, 15,

16, 17, 18, 19 and 21. Together, these questions generate 28 variables. These variables are

included in H. The results of performing OLS using X = [H
′
, G
′
] are shown below in Table

2. Note that the 28 household variables, ten geographical variables and a constant together

sum to a set of 39 regressors. Also note that ‘Plateaus’ exhibits perfect multicollinearity

with the other three dummy variables in the terrain-type class and thus it’s coefficient is not

calculated.

Table 2: OLS results using X = [H
′
, G
′
]

Dependent variable:

log PCtotal real ann cons

Constant 12.360∗∗∗ (0.243)
size HH −0.311∗∗∗ (0.010)
size HH sq 0.016∗∗∗ (0.001)
age HHhead 0.003∗ (0.002)
age HHhead sq −0.0001∗∗∗ (0.00002)
nr below 5 −0.039∗∗∗ (0.008)
single headedHH 0.262∗∗∗ (0.025)
Chewa lang home 0.113∗∗∗ (0.010)
HHperc readwrite Chich 0.185∗∗∗ (0.021)
HHperc readwrite Eng 0.056∗∗ (0.025)
HH has degree 0.047∗∗∗ (0.013)
perc HHmembers chronic ill 0.110∗∗∗ (0.029)
h HH business7d 0.002∗∗∗ (0.0004)
HH did ganyu12m −0.048∗∗∗ (0.011)
mosquito net 0.113∗∗∗ (0.011)
material permanent 0.160∗∗∗ (0.014)
material semipermanent 0.057∗∗∗ (0.012)
has cellphone 0.212∗∗∗ (0.013)
drinkingwater piped 0.149∗∗∗ (0.023)
shared food with otherHH7d 0.196∗∗∗ (0.011)
has bed 0.172∗∗∗ (0.013)
has fan 0.138∗∗∗ (0.037)
has radio 0.159∗∗∗ (0.011)
has television 0.237∗∗∗ (0.024)
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has refrigerator 0.266∗∗∗ (0.040)
has bicycle 0.041∗∗∗ (0.011)
has car 0.658∗∗∗ (0.048)
has satellitedish 0.246∗∗∗ (0.045)
has enterprise12m 0.056∗∗∗ (0.015)
reside −0.109∗∗∗ (0.019)
dist road −0.002∗∗∗ (0.001)
dist popcenter20k −0.001∗∗∗ (0.0003)
dist admarc −0.0003 (0.001)
annual mean temp −0.054∗∗∗ (0.009)
elevation −0.0001∗∗∗ (0.0001)
Hills.mountains −0.005 (0.018)
Lowlands −0.262∗∗∗ (0.045)
Plains −0.037∗∗∗ (0.011)
Plateaus

Observations 9,024
R2 0.643
Adjusted R2 0.641
Residual Std. Error 0.453 (df = 8986)
F Statistic 436.702∗∗∗ (df = 37; 8986)

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

5.2.2 Regression forest

Again, we construct the set of fifteen questions needed to generate the most important

variables. Now, we use the average relative importance of the MDI and the PI, shown in

Figure 5.5. The questions that achieve this are numbered in appendix A by: 1, 2, 3, 5, 6, 8,

9, 10, 12, 14, 15, 16, 17, 18 and 19. Together, these questions generate 30 variables. These

variables are included in H. Using X = [H
′
, G
′
], an RF is constructed. The number of trees

grown equals 500. This amount is sufficient since - as shown in Figure 5.6 - the decrease in

the error seems to smooth out. Again, the amount of randomly chosen variables at each

node is set to approximately one third of the total amount of regressors. This amounts to 13

variables, as the total amount of regressors equals 40 (30 household variables plus 10

geographical variables). The R2 of this regression forest equals 62.32%. A more graphical

representation of the model’s performance is postponed to section 5.3.
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Figure 5.6: Convergence of the error term as more trees are added to the forest.

5.2.3 Artificial Neural Network

As explained in the beginning of section 5.2, we will construct the set of most important

household characteristics H for the ANN by using the average relative importance of the

standardized squared coefficients, the MDI and the PI. That is, the average score of all three

variable importance metrics is used to construct H for the ANN. The ARI using all three

metrics is shown in 5.8. The set of fifteen questions generating the most important variables

is given by: 1, 2, 3, 5, 6, 8, 9, 10, 12, 14, 15, 16, 17, 18 and 19. Together, these questions

generate 30 variables. These variables are included in H. Using X = [H
′
, G
′
] an ANN is

constructed. The ANN consists of an input layer, one hidden layer with twenty neurons,

another hidden layer with ten neurons and finally an output layer with a single neuron. The

choice for this set-up is rather arbitrary. Multiple set-ups have been tried based on trial-

and-error, but no set-up seems to significantly outperform other set-ups. Both hidden layers

use the ReLu activation function. That is, h(x) = max{0, x} for all neurons in each hidden

layer. No activation function h(·) is used for the last neuron as we’re dealing with a regression

problem. The data is randomly split in a training set consisting of 80% of the observations

and a testing set consisting of 20% of the observations. During the training of the network,

a validation split of 20% is used. The loss (i.e. mean squared error) of the system converges
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after approximately 60 epochs. The total number of epochs is set slightly higher to 80. The

convergence of the loss is shown in Figure 5.7. Figure 5.7 furthermore shows that the decrease

in loss of the training set and the validation set occurs almost identical. This is a sign that

there is no overfitting taking place. After 80 epochs, the mean squared error of the validation

set approximately equals 0.3.

Figure 5.7: Convergence of the loss of the ANN when more epochs are executed.

Figure 5.8: Average Relative Importance of the squared standardized coefficients, MDI and PI
measures for all household characteristics.
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5.3 Model comparison

In this section, the performance of the evaluated models in the previous section will be

compared. Based on this comparison, the best performing model will be chosen. Its

prediction for y will be used in the next section to determine the eventual fair distribution.

Figure 5.9 shows a histogram with the observed values y and the predicted values ŷ

for each model. Note that this is not a valid way of assessing the accuracy of the

predictions, as it does not actually provide information about how much predicted values

differ from the observed values. It does however provide a quick and simple way to see if the

distribution of predicted values somewhat aligns with the actual distribution. From Figure

5.9 it becomes clear that every model produces a distribution of predicted values with a

lower variance than the actual distribution. That is, the means of the predicted

distributions seem to approximately coincide with the observed mean, but the predicted

distributions are more sharply peaked around it than the actual distribution is. In the

following we will look at a a more suitable description of the models’ performance.

(a) OLS (b) RF (c) ANN

Figure 5.9: Observed values compared to predicted values. The means of both distributions are
depicted with the blue and red lines.

Remember that we defined four useful performance metrics in section 3.1.4. Two of

those are the amount of targeting successes and the amount of targeting failures. Clearly,

we want a model to produce as much targeting successes and as few targeting failures. Such

a model is likely to produce a good distribution of donations. Here, ‘good’ is defined by
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the additional two previously defined performance metrics: the decrease in poverty and the

leakage. We will look at those metrics in the next section. For now, we will focus on the

targeting successes and the targeting failures. As a result of setting the poverty line equal to

the first quantile of the consumption distribution, exactly 25% of the total population lives

in poverty. Therefore, one would wish to see 25% ‘true positives’. Here, ‘true positives’ refers

to the percentage of the total population that is correctly classified as poor. Likewise, one

would wish to see 75% ‘true negatives’: the percentage of the total population that is correctly

classified as non-poor. Note that we are not actually dealing with a classification problem.

In our context, ‘classifying’ a household as poor means that ŷi ≤ z, while ‘classifying’ a

household as non-poor means that ŷi > z. In Figure 5.10, the percentage true negatives and

true positives are shown for all three models. These are the targeting successes as a percentage

of the total population. The RF seems to perform best, with 74.0% of the total population

correctly classified as non-poor, while it correctly classifies 19.6% of the the total population

as poor.

Figure 5.10: On the left side is the percentage of the total population that is correctly classified
as non-poor for all three models. On the right is the percentage of the total population that is
correctly classified as poor for all three models.
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While the above numbers are useful in giving insights in how well the models classify

the overall population, one might wish to look a bit deeper still. In Figure 5.11, the percentages

of targeting successes and targeting failures are again depicted for all three models. Now,

however, the definitions vary slightly: ‘true negatives’ is the percentage of non-poor households

that are actually predicted as non-poor. ‘True positives’ is the percentage of poor households

that are actually predicted as poor. Note that ‘true negatives’ and ‘true positives’ are now -

as opposed to Figure 5.10 - not taken as a percentage from the total set of observations.

Figure 5.11: On the left side is the percentage of non-poor households that is correctly classified
as non-poor for all three models. On the right is the percentage of poor households that is
correctly classified as poor for all three models.

It can be concluded from Figure 5.11 that all three models perform well in distinguishing

non-poor households. For the RF, 98.7% of the non-poor households (making up 75% of the

population) is classified as non-poor. For both the OLS model and the ANN this amounts

to approximately 92%. Furthermore, observing the right hand side of Figure 5.11, the RF

classifies 78.3% of the poor households as poor. This is a desirable amount, while the OLS

model and the ANN drastically drop behind. The OLS model classifies 49.9% of the poor

households as poor, while the ANN only reaches 34.8%. This last metric - the ‘true positives’
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- is an especially important number. A large number of true positives implicitly causes a

small number of ‘false negatives’: poor households that are, however, not classified as poor.

This should - in our context - probably be seen as the worst possible error. Classifying a

household as poor while it is actually not poor is an error even so, although probably not as

bad. The RF model should therefore, until now, be seen as the best performing model. On

the contrary, the ANN performs worst.

Based on the previous analyses, it can be concluded that the RF yields a high

percentage of targeting successes and a low rate of targeting failures. This means that a lot

of the poor households indeed have a predicted consumption below the poverty line and,

similarly, a lot of the non-poor households indeed have a predicted consumption above the

poverty line. This is of course a desirable desirable property. However, the performance of

the final distribution that will be calculated in section 5.4 is still dependent on the point

estimates of the household consumptions. Ultimately, one wishes each prediction to be as

close to the observed value as possible. This would in turn automatically yield a high rate of

targeting successes and a low rate of targeting failures. Figure 5.12 shows the Mean

Absolute Error (MAE) for all three models.

Figure 5.12: On the left side: the MAE in log Malawian Kwacha for all three models. On the
right side: the MAE in Malawian Kwacha for all three models.
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As shown, the RF has the lowest MAE. The actual models predict log(y). Therefore, the

MAE is shown in terms of log(y) on the left side of Figure 5.12. To make this number more

informative, the MAE in terms of y is shown on the right side of Figure 16. For the RF,

the MAE approximately equals MK9,300 (Malawian Kwacha). For the ANN the MAE is

dramatically worse, amounting to approximately MK24,800. The MAE of the OLS model

amounts to approximately MK20,100. Again, it can be concluded that the RF performs best

and produces the most accurate predictions for household consumption.

As shown in Figure 4.2 in section 4.3, the poverty line (approximately) equals z =

MK24,500. With an MAE of MK9,300 (assuming we’re using the RF), it would seem that

poor households with a consumption slightly below the poverty line have a rather high chance

of being misclassified as non-poor. Figure 5.13 below shows a scatterplot with the actual

values log(y) against the predicted values log(ŷ).

(a) OLS (b) RF (c) ANN

Figure 5.13: Predicted values compared to the actual values for all three models. The poverty
line z is depicted with a horizontal- and a vertical line.

Observing Figure 5.13, it immediately becomes clear that the RF indeed produces the most

accurate predictions, as its predicted values are most closely centered around the diagonal.

(Note that fewer points are plotted for the ANN, as only 20% of the observations are used
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for testing purposes.) Furthermore, it becomes evident where the misclassifications arise.

Specifically, all points in the lower left corner - created by the horizontal- and vertical

poverty line - are correctly classified poor households. Points in the upper right corner are

correctly classified non-poor households. Points in the upper left corner are, however,

non-poor households that are incorrectly classified as poor. Similarly, points in the lower

right corner are poor households that are incorrectly classified as non-poor. Especially for

this last category we would wish as few points contained. As Figure 5.12 already indicated,

the RF produces the fewest misclassifications. Thus, even though the MAE of MK9,300 for

the RF might appear high for households with an actual consumption slightly below the

poverty line, the RF still performs well in classifying these households.

From the results in this section it can be concluded that - compared to the ANN and

the OLS model - the RF produces the overall most accurate predictions for the household

consumption.

5.4 Calculating the fair distribution

As stated in the previous section, the most accurate prediction of household consumption

is given by the RF. For this reason, the predictions of the RF will be used in this section

to calculate the eventual fair distribution d∗. First, in section 5.4.1, the algorithm that is

proposed in section 3.1.3 is executed for different parameter values. Its performance is judged

by the performance metrics proposed in section 3.1.4. Later, in section 5.4.2, an optimal

set of parameters is chosen and the distribution d∗ that is yielded using these parameters is

inspected further.

5.4.1 Performance of the algorithm

To start with, the total budget (in MKW) is taken to be D ∈ {5·107, 6·107, ..., 12·107}. MKW

5·107 roughly equals e 55,000, while MKW 12·107 roughly equals e 135,000. The height of the

C donation classes (d1, d2, ..., dC) increases as follows. d1 = dC

C , d
2 = dC

C−1 , ..., d
C−1 = dC

2 , d
C =

dC

1 . Thus, the lowest donation class d1 always equals one C’th of the highest donation class
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dC , the second lowest donation class d2 always equals two C’th of the highest donation class

dC , and so forth. While we let the amount of donation classes C vary to discover how it

influences the performance of the distribution, dC is set constant to 0.8 · z. This results in

a highest donation class of MKW 19,654.33 (roughly e 20). Note however that because each

donation should be multiplied by a household’s size to be able to increase it’s per capita

consumption by the desired amount (as explained in section 3.1.2), households are able to

receive a total donation that exceeds dC . In Figure 5.14, the number of households that

have received a donation is plotted against the number of donation classes C. This is done

for the different budget heights, where red indicates the largest budget and green indicates

the smallest budget. As visible, all 1,845 households that are predicted as poor are reached

quicker if a larger budget is used. When the budget decreases, more donation classes need

to be introduced to reach the same amount of households. This is caused by the fact that

having a large amount of donation classes enables us to hand out smaller donations to a larger

number of households.

In Figure 5.15, the leakage (as defined in section 3.1.3) is plotted against the number

of donation classes C. Comparing Figure 5.14 and Figure 5.15 with each other, it becomes

clear that increasing the number of donation classes increases the leakage only until all poor

households are reached. After that, increasing C causes the leakage to shrink. The decrease

is caused by the fact if C increases, smaller amounts are donated to households that should

actually not have receive any funds (which is why they cause leakage). The increase is caused

by the fact that these leakage causing households are only reached when the low values for C

are increased.
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Figure 5.14: Number of households reached against the number of donation classes C. Redder
lines indicate high budgets, greener lines indicate low budgets.

Figure 5.15: Leakage plotted against the number of donation classes C. Redder lines indicate
high budgets, greener lines indicate low budgets.



D
RA
FT

5 RESULTS 61

In Figure 5.16, the decrease in FGT is plotted against the number of donation classes

C. Again, red indicates the highest budget and green indicates he lowest budget. Furthermore,

the solid lines represent the actual decrease in the FGT poverty index, while the dashed lines

represent the predicted decrease. We observe that the actual decrease in poverty is lower than

the predicted decrease in poverty for all budgets. This is caused by the fact that the RF model

- while still generating the best prediction of all models - somewhat underestimates poverty.

We furthermore observe that when the number of classes C increases, the effect of having a

high budget vanishes. That is: for high C, a low budget can achieve the same decrease in

FGT poverty as a high budget. Of course a lower limit exists, as shown by the lowest dashed

and solid green lines, which do not reach the same level of poverty decrease as the higher

budgets. This particular budget was not sufficient to reach the same amount of households

as the higher budgets do (as shown in Figure 5.14), and so it was not able - even for high C

- to decrease poverty by the same percentage. Additionally, we notice that for most budgets,

the predicted decrease in FGT increases as more classes are introduced. This is caused by

the fact that more poor households are able to be reached with a high C, thus decreasing

poverty more. The actual FGT decrease, however, seems to increase first and than decrease.

This increase is caused as well by the growing amount of households we’re able to reach with

more classes. The decrease, however, is caused by the fact that we’re handing out smaller and

smaller donations to the actual poor households as C increases. Note that we’re handing out

smaller donations to the incorrectly included non-poor households as well as C increases (of

which an already mentioned consequence is that leakage decreases), but non-poor households

do, however, not influence the actual FGT index.

From the previous analyses it becomes clear that increasing C improves the

performance of the distribution algorithm in terms of leakage and number of households

reached. That is, a higher C causes less leakage and more households are able to receive a

donation. In terms of actual poverty reduction, increasing C has either a positive or a

negative effect, depending on the budget and the height of C. For low budgets and low

values of C, increasing it’s value causes poverty to decrease more. This means that, in terms
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Figure 5.16: FGT decrease against the number of classes C. Solid lines represent the actual
decrease, while dashed lines represent the predicted decrease. Redder lines indicate high
budgets, greener lines indicate low budgets.

of all of the above mentioned performance metrics, increasing C is generally positively

influencing the algorithm’s performance. Unfortunately, increasing C is not desirable in a

real-life situation. Not only because of increasing operational complexities, but also because

of possible discontentment among beneficiaries (as mentioned in section 3.1.2). Therefore,

there exists a trade-off between the algorithm’s performance and the number of donation

classes. We furthermore conclude from the previous analyses that another trade-off exists

between the performance of the algorithm and the height of the budget. That is, the

performance of the algorithm decreases as a lower budget is used. This can generally,

however, be compensated with a higher number of classes.
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5.4.2 The algorithm in action

As an example, suppose we have D = MKW 80, 000, 000 (e 90,000) available, a reasonable

amount for a real-life CTP. One could argue that for that budget, the optimal value for C is

three, as all poor predicted households are then reached and the FGT decrease is

approximately at its maximum. For these parameter values, the distribution of donations

among households is shown in Figure 5.17. The different amounts of received donations that

are observed arise from the algorithm’s distinction between poverty levels, as well as from

the fact that the eventual donation that is transferred to the household is adjusted for the

household’s size.

Figure 5.17: Distribution of transferred donations among the households

Finally, the impact of the algorithm’s distribution is possibly most clearly visible

when the consumption distribution before and after the transfer of donations are compared.
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On the left hand side, Figure 5.18 shows the actual per capita consumption distribution. That

is, the consumption distribution before any donations took place. On the right hand side,

the per capita consumption distribution is shown after the distribution of funds. The figure

clearly shows how the algorithm cuts down the lower quantile of the consumption distribution

by pulling the poorest households towards or over the poverty line.

(a) Before the distribution (actual) (b) After the distribution (actual)

Figure 5.18: Distribution of household consumption before and after the distribution of funds.
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6 Conclusion

In this research, a mathematical approach to reach a fair distribution of funds during a

future CTP in Malawi has been laid out. We’ve started this process with recognizing that

during a CTP, one wishes to reach the poorest households in a society. We’ve used

consumption to measure poverty, a widely used method in literature, as it possesses some

advantageous characteristics above other possible metrics, such as income. Subsequently,

we’ve predicted consumption using household characteristics. Three different models were

used to do this: an OLS model, an RF and an ANN. As we’re restricted to only ask a

limited amount of information from households in a real-life situation, variable importance

measures had to be used to identify the most useful variables in predicting consumption.

The most important household characteristics were included in the models and the resulting

predictions have been compared. It turned out that the RF yields a very reasonable

approximation of household consumption. To generate the fair distribution using the

approximated household consumptions, we needed to define the concept ‘fair’

mathematically. What was needed to be recognized was that the fundamental purpose of

executing CTPs is to end poverty. Ending poverty is an overambitious goal, but minimizing

it under certain restrictions is something that can be achieved. We’ve therefore defined the

concept ‘poverty’ mathematically using the Foster-Greer-Thorbecke poverty index. This

poverty metric was made dependent on both the approximated household consumptions and

the distribution of donations. After adding some necessary restrictions, a poverty

minimization problem resulted. Minimizing this problem over d, the distribution of

donations, which happened in an iterative way, the ‘fair distribution algorithm’ resulted.

This algorithm was tested for various values of the total budget and the number of different

donation classes. The performance of the algorithm was subsequently judged on three

metrics: the number of households reached, the leakage and the decrease in poverty it

induced. Two important conclusions resulted. Firstly, there exists a trade-off between the

performance of the algorithm and the number of different donation classes used. Increasing
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the number of classes generally improves the algorithm’s performance. Doing so, however,

results in operational complexities and possible discontentment of the beneficiaries.

Secondly, another trade-off exists between the algorithm’s performance and the height of the

budget. Lowering the budget decreases the performance of the algorithm. Because of the

previously mentioned trade-off, a lower budget can, however, generally be compensated by

using a larger amount of donation classes. These trade-offs should carefully be understood

by decision-makers, as it can help them determine the most optimal use of their resources

during a real-life CTP. As an illustration, the algorithm’s distribution was inspected further

using a budget of approximately e 90,000 and three donation classes. For this budget, three

was the optimal amount of donation classes, assuming we’re judging the algorithm’s

performance on the beforementioned metrics. The impact of the algorithm’s distribution

was most clearly visible when comparing the household’s consumption distribution before

and after the transfers. It showed how the algorithm - with as fundamental input a number

of household characteristics and as output a ‘fair distribution’ - succeeded in drastically

reducing poverty by pulling the poorest households towards or over the poverty line.

For this research, household data from Malawi has been used. This causes the set of

household characteristics that were found most important in explaining poverty to be

(possibly) unique for Malawi. The whole provided set-up however, that is, predicting

poverty based on household characteristics and subsequently using this approximation in a

poverty minimization problem which yields an optimal distribution of funds, is not

exclusively applicable in Malawi. It is a general approach that can be applied in any context

where sufficient data is available to yield a reasonable approximation for poverty. As

humanitarian organizations are pushed further towards the execution of more quick-, and

cost-efficient aid interventions, induced by the lack of trust on the donor side and the

growing amount of natural and man-made disasters, CTPs are likely to proliferate in

numbers and scale. This is boosted yet more with the exponential increase of digital

inclusion of third world countries and the coming of new technologies such as blockchain and

cryptocurrencies, which enable almost immediate and virtually fee-less transactions to be
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made to the - now - unbanked population. On large scale, inefficiencies diminish. For future

CTPs, the same will most likely hold, resulting in the appetite for a more data-driven,

algorithmic way of execution. This thesis should be seen as a proposal for how the

distribution of funds within such a future CTP could look like. For now, humanitarian

organizations have to face a change, as their inherently social occupation is relinquishing

some of its human aspects, with data-driven efficiency taking its place. Decision-makers

have to lead the way with their experiences, building upon the feedback of beneficiaries and

donors acquired during field-tests, and move towards the new era of humanitarian assistance.
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Appendices

A Variable description

In this appendix, a detailed description of the variables contained in the used dataset is given.

Not that the variables are numbered in the column ‘Question’. These are the questions that

should be asked in order to generate the variables. These questions are given in Appendix B.

A.1 Household characteristics

Table 3: Description of all possible household characteristics.

Variable name Type Description Question
log PCtotal real ann cons (y) Continuous Household consumption. The

dependent variable.

×

size HH Discrete The amount of household

members.

1

nr below 5 Discrete The amount of household

members below the age of five.

2

age HHhead Discrete Equal to the age of the

household head in years.

3

young HHhead Binary 1 if the head of the household

is under or equal to the age of

twenty. 0 otherwise.

3

single headedHH Binary 1 if the household size is equal

to one. 0 otherwise.

1

single headedHHfemale Binary 1 if the household size is equal

to one and the household head

is female. 0 otherwise.

1, 4

Chewa lang home Binary 1 if the language spoken by

the household head at home

is Chewa. 0 otherwise.

5
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Nyanja lang home Binary 1 if the language spoken by

the household head at home

is Nyanja. 0 otherwise.

5

Yao lang home Binary 1 if the language spoken by

the household head at home

is Yao. 0 otherwise.

5

Tumbuka lang home Binary 1 if the language spoken by

the household head at home

is Tumbuka. 0 otherwise.

5

Other lang home Binary 1 if the language spoken by

the household head at home

is any other language. 0

otherwise.

5

HH able readwrite Chich Binary 1 if one or more of the

members of the household is

or are able to read and write

Chichewa. 0 otherwise.

6

HH able readwrite Eng Binary 1 if one or more of the

members of the household is

or are able to read and write

English. 0 otherwise.

6

HHperc readwrite Chich Ratio Percentage of the household

members that is able to read

and write Chichewa.

1, 6

HHperc readwrite Eng Ratio Percentage of the household

members that is able to read

and write English.

1, 6
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HH ever att school Binary 1 if one or more of the

members of the household has

or have ever attended school.

0 otherwise.

7

HH has degree Binary 1 if one or more of the

members of the household

has or have ever received

an educational degree. 0

otherwise. See appendix A for

more information.

8

perc HHmembers chronic ill Ratio Percentage of the household

members that has a chronic

disease.

1, 9

h HH collecting water yest Interval The amount of hours the

members of the household in

total spent on collecting water

yesterday (measured in an

interval of 0.5 hours).

10

h HH collecting fwood yest Interval The amount of hours the

members of the household

in total spent on collecting

firewood yesterday (measured

in an interval of 0.5 hours).

10
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h HH ag actv7d Interval The amount of hours the

members of the household in

total spent on household

agricultural activities

(measured in an interval

of 0.5 hours). See appendix

A for more information.

10

h HH business7d Interval The amount of hours the

members of the household in

total ran any kind of non-

agricultural or non-fishing

household business (big or

small) over the past seven

days.

10

HH is employed12m Binary 1 if one or more of the

members of the household

has or have been employed

at any time during the past

twelve months. 0 otherwise.

See appendix A for more

information.

11

HH did ganyu12m Binary 1 if one or more of the

members of the household

has or have done any ganyu

labour for anyone who is not

a member of the household

at any time during the past

twelve months. 0 otherwise.

12



D
RA
FT

A VARIABLE DESCRIPTION 72

owns house Binary 1 if the house is owned by the

household. 0 otherwise.

13

has electricity Binary 1 if the household has access

to electricity. 0 otherwise.

14

mosquito net Binary 1 if any of the household

members sleeps under a bed

net for protection against

mosquitoes. 0 otherwise.

15

material permanent Binary 1 if the type of construction

material of the house is of

the class ‘permanent’. 0

otherwise. See appendix A for

more information.

16

material traditional Binary 1 if the type of construction

material of the house is of

the class ‘traditional’. 0

otherwise. See appendix A for

more information.

16

material semipermanent Binary 1 if the type of construction

material of the house is a

mixture of permanent and

traditional materials. 0

otherwise.

16

drinkingwater piped Binary 1 if the main source of

drinking water for the

household is piped into the

dwelling or into the yard/plot.

0 otherwise.

17
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drinkingwater borehole Binary 1 if the main source of

drinking water for the

household is a borehole. 0

otherwise.

17

drinkingwater other Binary 1 if the main source of

drinking water for the

household is neither piped

into the dwelling or from a

borehole. 0 otherwise.

17

shared food with otherHH7d Binary 1 if any people not regarded as

a household member ate any

meal in the household at any

time during the past seven

days. 0 otherwise.

18

has bed Binary 1 if the household owns a bed.

0 otherwise.

19

has fan Binary 1 if the household owns a fan.

0 otherwise.

19

has radio Binary 1 if the household owns a

radio (‘wireless’). 0 otherwise.

19

has television Binary 1 if the household owns a

television. 0 otherwise.

19

has refrigerator Binary 1 if the household owns a

refrigerator. 0 otherwise.

19

has cellphone Binary 1 if anyone of the household

owns a working cell phone. 0

otherwise.

19

has bicycle Binary 1 if the household owns a

bicycle. 0 otherwise.

19

has car Binary 1 if the household owns a car.

0 otherwise.

19
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has satellitedish Binary 1 if the household owns a

satellite dish. 0 otherwise.

19

ownrent farm implements12m Binary 1 if the household owned or

rented any farm implements,

machinery and/or structures

at any time during the past

twelve months. 0 otherwise.

See appendix A for more

information.

20

has enterprise12m Binary 1 if anyone in the household

operated any non-agricultural

income-generating enterprise.

0 otherwise. See appendix A

for more information.

21

married Binary 1 if the household head

is monogamous married,

polygamous married, or

in a non-formal union. 0

otherwise.

22

A.2 Geographical characteristics

Table 4: Description of all geographical variables contained in the set G.

Variable name Type Description
reside Binary 1 if household is located in an urban area (Lilongwe City,

Blantyre City, Mzuzu City, and the Municipality of Zomba).

0 if household is located in a rural area (any other area).
dist road Continuous Household distance in kilometers to nearest major road

(primary and secondary network)
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dist popcenter20k Continous Household distance in kilometers to nearest town with a

population larger than 20.000.
dist admarc Continuous Household distance in kilometers to nearest major market.

annual mean temp Continuous Annual mean temperature in Celsius.
elevation Continuous Household elevation in meters.

Hills.mountains Binary 1 if terrain type falls in the class of hills and/or mountains.

0 otherwise.
Lowlands Binary 1 if terrain type falls in the class of lowlands. 0 otherwise.

Plains Binary 1 if terrain type falls in the class of plains. 0 otherwise.
Plateaus Binary 1 if terrain type falls in the class of plateaus. 0 otherwise.
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B Survey for gathering beneficiary data

The questions that should be asked in order to gather data of the potential beneficiaries are

as follows. The questions should always be asked to the household head and to the household

head only. The household head is assigned by the interviewed households themselves. This is

how the NSO operated as well when executing the IHS3.

1. “How many individuals normally live and eat their meals together in this household,

including yourself?”

2. “How many children below or equal to the age of five are included in your household?”

3. “What is the age of the household head?”

4. “What is the gender of the household head?”

5. “What language does the household head speak at home?”

• Chewa

• Nyanja

• Yao

• Tumbuka

• Any other language

6. “How many members of your household are able to read and write in ...”

• Chichewa?

• English?

7. “Has any of the members of your household ever attended school?”

8. “Did any members of your household receive an educational degree at one of the following

levels: PSLC, JCE, MSCE, non-university diploma, postgraduate degree?”
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9. “How many members of your household are suffering from a chronic disease?”

10. “How many hours did the members of your household in total spent on ... ”

• collecting water yesterday?

• collecting firewood yesterday?

• agricultural activities (including livestock and fishing-related activities) whether

for sale or for household food, over the past seven days?

• running any kind of non-agricultural or non-fishing household business (big or

small) over the past seven days?

11. “Has any of the members of your household been employed for a wage, salary,

commission or any payment in kind - excluding ganyu - for anyone who is not a

member of the household at any time during the past twelve months?”

12. “Did any of the members of your household do ganyu labour for anyone who is not a

member of the household at any time during the past twelve months?”

13. “Do you or any of the members of your household own the house where you live?”

14. “Does your house have access to electricity?”

15. “Do you or any other members of your household sleep under a bed net to protect

against mosquitoes at some time during the year?”

16. “What general type of construction materials are used for the dwelling?”

• Permanent (modern materials such as iron sheets or cement)

• Semi-permanent (a mix between permanent materials and traditional materials)

• Traditional (grass/mud)

17. “How does your household accesses water?

• It is piped into the dwelling/yard
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• It is gathered from a borehole

• Any other source

18. “Did any people that are not regarded as a household member ate any meal in the

household at any time during the past seven days?”

19. “Is any of the following items present in your household or owned by any of the members

in your household?”

• A bed

• A fan

• A radio (or a ‘ wireless’)

• A television

• A refrigerator

• A cellphone

• A bicycle

• A car

• A satellite dish

20. “Did anyone in your household own or rent any farm implements, machinery and/or

structures such as a hand hoe, panga knife, treadle pump, ox cart, tractor, plough,

generator, chicken house, storage house, barn, etc. at any time during the past twelve

months?”

21. “Did anyone in the household operated any non-agricultural income-generating

enterprise which produced goods or services, or did anyone in the household owned a

shop or operated a trading business at any time during the past twelve months?”

22. “Is the household head of your household currently either monogamous married,

polygamous married, or in a non-formal union with somebody from within or outside

the household?”
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C OLS results

OLS results using all variables.

Dependent variable:
log PCtotal real ann cons

Constant 12.188∗∗∗ (0.249)
size HH −0.304∗∗∗ (0.011)
size HH sq 0.016∗∗∗ (0.001)
age HHhead 0.004∗∗ (0.002)
age HHhead sq −0.0001∗∗∗ (0.00002)
nr below 5 −0.063∗∗∗ (0.018)
nr below 5 sq 0.010 (0.007)
young HHhead −0.018 (0.038)
single headedHH 0.307∗∗∗ (0.030)
Chewa lang home 0.110∗∗∗ (0.013)
Nyanja lang home 0.036 (0.023)
Yao lang home 0.036∗ (0.021)
Tumbuka lang home −0.023 (0.020)
single headedHHfemale −0.077∗∗ (0.036)
HHperc readwrite Chich 0.190∗∗∗ (0.029)
HH able readwrite Chich −0.028 (0.022)
HHperc readwrite Eng 0.065∗∗ (0.033)
HH able readwrite Eng −0.020 (0.018)
HH ever att school 0.051∗∗ (0.025)
HH has degree 0.050∗∗∗ (0.014)
perc HHmembers chronic ill 0.123∗∗∗ (0.029)
h HH collecting water yest −0.015∗∗ (0.006)
h HH collecting fwood yest −0.007∗ (0.004)
h HH ag actv7d −0.00003 (0.0002)
h HH business7d 0.002∗∗∗ (0.0004)
nr of employed12m 0.068∗∗∗ (0.011)
HH did ganyu12m −0.036∗∗∗ (0.011)
owns house −0.018 (0.015)
has electricity 0.078∗∗ (0.031)
mosquito net 0.113∗∗∗ (0.011)
material permanent 0.154∗∗∗ (0.014)
material semipermanent 0.060∗∗∗ (0.012)
has cellphone 0.204∗∗∗ (0.013)
drinkingwater piped 0.117∗∗∗ (0.025)
drinkingwater borehole −0.004 (0.011)
shared food with otherHH7d 0.200∗∗∗ (0.011)
has bed 0.166∗∗∗ (0.013)
has fan 0.116∗∗∗ (0.037)
has radio 0.150∗∗∗ (0.011)
has television 0.199∗∗∗ (0.026)
has refrigerator 0.238∗∗∗ (0.040)
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has bicycle 0.042∗∗∗ (0.011)
has car 0.648∗∗∗ (0.048)
has satellitedish 0.217∗∗∗ (0.045)
ownrent farm implements12m −0.034∗ (0.020)
has enterprise12m 0.068∗∗∗ (0.015)
married 0.037∗∗∗ (0.013)
reside −0.144∗∗∗ (0.020)
dist road −0.002∗∗∗ (0.001)
dist popcenter20k −0.001∗∗∗ (0.0003)
dist admarc −0.0002 (0.001)
annual mean temp −0.049∗∗∗ (0.009)
elevation −0.0001∗ (0.0001)
Hills.mountains −0.008 (0.018)
Lowlands −0.256∗∗∗ (0.045)
Plains −0.036∗∗∗ (0.011)
Observations 9,024
R2 0.647
Adjusted R2 0.645
Residual Std. Error 0.451 (df = 8968)
F Statistic 298.821∗∗∗ (df = 55; 8968)

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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